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Introduction
In the Preliminaries, we began to explore some of the main themes of this course – how can variation in a
variable of interest (the response variable), be explained by other variables (explanatory variables). We
saw that the complexities of the world we live in mean that, typically, it takes numerous variables,
sometimes in complex relationships with each other, in order to meaningfully explain changes in a
response variable.
In the Preliminaries, we used Sources of Variation diagrams to begin to map out these relationships and
learned that a statistical model was an equation that predicted response variable outcomes, with a
statement about the accuracy of those predictions (the standard error of the residuals). In this chapter,
we’ll go a step further, and begin to transform Sources of Variation diagrams into more sophisticated
statistical models than those that we saw in the Preliminaries, and learn some more of the details of how
this process works. We’ll start by reviewing how to use statistical models to capture our hypothesized
understanding of variable relationships as outlined in Sources of Variation diagrams. Then, we continue
with some very simple cases in order to lay the foundation for building statistical models that we will use
throughout the remainder of the course.
Another key question we’ll address in this chapter, is what does it mean for a statistical model to be
‘meaningful’? As you may remember from your first course, this question, also, is complex: including a
mix of both contextual questions (is the variation explained enough to be relevant to the researcher?) and
statistical questions (is the variation explained enough to not be plausibly explained by chance alone?). In
this chapter we’ll dig into these issues in the context of statistical models, setting the stage for further
exploration of these ideas in multivariable settings.
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Finally, we’ll revisit another key distinction from your first course in statistics: the differences between
randomized experiments and random samples, and the implication on study conclusions. This distinction
drives questions about how to design a study to yield the most appropriate conclusions, balancing study
feasibility (cost, time) with research questions.

Section 1.1: Sources of Variation in an Experiment
Section 1.1 Learning Goals:
 Distinguish experiments and observational studies
 Review basic study design principles such as inclusion criteria and random assignment
 Define terminology specific to an experimental study (e.g., treatments)
 Produce a Sources of Variation diagram for an experiment
 Apply the six-step investigative process

Introduction
In this section, you will begin with the critical distinction between observational studies and experiments.
Section 1.1 will introduce some terminology that is specific to experiments as you continue to design
Sources of Variation diagrams and translate these into the corresponding statistical model. With
experiments, you can take some key steps to reduce unexplained variation and the potential for
confounding variables, both of which have important implications on our scope of conclusions.

Terms we assume you saw in your previous statistics course include:




Experiment vs. Observational study: In an experiment, the researchers actively manipulate the
explanatory variable, determining who ends up in each group.
Random assignment: Usually this determination is made by randomly assigning the explanatory
variable values to each observational units
Placebo effect and Placebo treatment: Many experiments give an “empty” treatment that looks just
like other treatments so the participant doesn’t know which group they are in (or even that there are
other groups) to guard against the “placebo effect,” where subjective biases (e.g., knowing the
treatment is supposed to make you feel better) can influence the response variable.
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Example 1.1: Scents and Consumer Behavior
Spangenberg, Crowley, and Henderson (“Improving the Store Environment: Do Olfactory Cues Affect
Evaluations and Behaviors,” Journal of Marketing, 60(2), 1996) explored whether releasing a pleasant
scent near a store entrance would impact customers’ ratings of the store. Subjects were recruited from
undergraduate business classes at a large northwestern university. An imitation store environment was
created with the theme of one-stop shopping for students, offering such products as items for dorm
rooms/apartments, school supplies, etc. Scent was never mentioned at any point during the study.
Subjects were invited to explore the store on their own while they filled out a questionnaire which asked
them to rate their overall impressions of the store, its environment, and some of the merchandise. The
researchers randomly assigned some of the students to explore the store after they were exposed to a
pleasant scent, while others explored the store without having been exposed to the scent. The researchers
ensured each student was in the store for the same amount of time.
STEP 1: Ask a research question.
Think about it: How is this study different from the studies discussed in the Preliminaries? What is
the research question?
As you learned in your previous statistics course there are two basic types of studies: observational
studies and experiments. The key distinction is that in an experiment, the values of the explanatory
variable for each participant are chosen by the researchers, rather than being observed naturally. All four
of the studies in the Preliminaries were observational studies. For example, in the weekly wage and race
study, the race of study participants cannot be imposed – whether someone is ‘non-black’ or ‘black’ is an
inherent characteristic of the participants. Conversely, in the current study, participating students were
randomly assigned to either the pleasant scent group or the no scent group, making this an experiment. By
setting up the study this way, the researchers are hoping to determine whether releasing a pleasant scent
causes a change in how individuals rate the store, on average.
STEP 2: Design a study and collect data.
The researchers made several decisions when they decided how to collect the data to address this research
question. These decisions are often referred to as the study protocol or study plan.
Definition: The study protocol outlines how the study will be conducted, providing enough detail so
that someone else could carry out the same study under identical conditions. It is important to consider
the research question when evaluating whether the study protocol will be appropriate.
Think about it: Why do you think no mention was made about scent to the participants? What other
kinds of precautions do you think need to be taken in such a study? What are some advantages and
disadvantages to recruiting business undergraduates for this study?
In this type of study, participant behavior can be influenced by knowledge of what is being studied. This
is particularly an issue with psychological and medical studies (even saying “here, this treatment is going
to make you feel better” has been shown to improve health, even if no treatment is actually administered).
This is referred to as the placebo effect, a phenomenon where subjects show improvement based only on
the psychological suggestion. Many experiments will administer a placebo treatment (e.g., an empty
tablet that looks identical to tablets that contain the experimental medicine) so that any psychological
benefits or expectations from receiving a treatment are the same for all experimental groups. Using a
placebo treatment is often helpful in order to have a double blind study.
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Definition: A study is double blind if
(i) the subjects do not know which treatment condition they are in, and
(ii) the person evaluating the response variable does not know which treatment condition the subject is
in (this is important if there is any subjective evaluation of their responses)
If only one of the above two are true for a study, then the study is said to be single blind.
In this study, the researchers felt it was important for the subjects to be unaware that the study’s purpose
was on their response to different scents, so the study is single blind. The subjects filled out a survey after
they had spent time in the store. There was no subjective evaluation of their responses on the survey, so
the second level of blindness was unnecessary and the study was not double-blind. The researchers also
took many other precautions, such as isolating the participants so that no scent could reach them before
entering the ‘store’, making sure each student was in the store the same amount of time, ensuring the store
environment was consistent from student-to-student, and removing data from the analysis if there was
evidence the participant thought the study was about scent.
The researchers used several inclusion criteria for the participants in the study. For example, they
required that the study participants be undergraduate business majors. One advantage to using only
business undergraduates is that having participants of generally the same age and background means there
should be less variability in their responses to the scents. However, using only business undergraduates
also limits our ability to generalize results from this study to a more diverse population.
Definition: Inclusion criteria are the set of characteristics that individuals must have in order to
participate in a study.
Key Idea: Using inclusion criteria may reduce the variation in the observed response compared to what
would otherwise be observed if there were no inclusion criteria. However, by using inclusion criteria
we limit our ability to generalize our conclusions. In particular, the more inclusion criteria there are, the
smaller the population to which the study conclusions will apply.
STEP 3: Explore the data.
One of the questions on the survey given to the participants asked for each student’s overall impression of
the store as favorable/unfavorable on a seven-point scale (higher values corresponding to a more
favorable impression). Figure 1.1.1 shows a distribution of favorability ratings, our response variable,
like those found in the study.
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Figure 1.1.1: Favorability ratings from 48 students (mean = 4.48, SD = 1.27)

Most of the ratings were around 4 or 5, quite close to the mean rating of 4.48 points. As you learned in the
Preliminaries, with a standard deviation of the ratings 1.27 points, we also know the size of a typical
residual is also about 1.27 points (in either direction from the mean). Thus, without taking the treatment
conditions into account, we can make a prediction about how a new student might rate the store: we
predict a new student would give a rating of 4.48 points, with our observed results showing an average
deviation from that prediction of 1.27 points:
Predicted rating = 4.48 points, standard error of residuals = 1.27 points
This prediction comes from only using the overall mean, and is sometimes called the single mean model.
When giving predicted values, we also should attempt to quantify our accuracy in making the prediction.
In this case, we do this by stating that, on average, our prediction will differ from the actual rating by 1.27
points. (A dotplot of the residuals would simply shift the above graph to center at 0.)

Where does the variation in ratings come from? Can we make a better prediction?
Think about it: Why didn’t every student have the exact same impression of the store? Why is the
standard deviation of the residuals not 0? What are some possible reasons for the variation in the
observed favorability ratings? How much more accurate would our predictions be if we took into
account whether or not a student was exposed to the pleasant scent?
One possible reason for this variation in scores, is that some students were exposed to a pleasant scent
while in the store and others were not. In fact, the purpose of this study was to investigate the possibility
that scent may have an impact on people’s impressions, and lead to variation in the favorability ratings.
Definition: The explanatory variable deliberately manipulated in an experiment is often called a
treatment variable or factor. For categorical explanatory variables, the different categories of the
treatment variable are often called levels. In experiments, the objects (or “subjects”) that we are
measuring are often called experimental units rather than observational units. The conditions we
impose on the experimental units (here the levels of the treatment variable) are also called treatments.
Each experimental unit is assigned to one treatment.
Think about it: In this study, what is the factor, and what are its levels? How many treatments are
there?
In this study, the type of scent exposure is the factor of interest. It is a categorical variable with two
levels: pleasing scent vs. no scent. In other words, ‘scent’ and ‘no scent’ are the treatments imposed on
participants in the study.
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Other possible reasons for variation in the favorability ratings include characteristics that may vary among
the study participants who receive the same treatment. For students in the scent group and students in the
no scent group, things like attitude towards participation, the participant’s sensitivity to scent (e.g., do
they have a cold, are they allergic to certain scents), the participant’s understanding of the survey
questions, and his/her interpretation of what is meant by a “1”, a “2”, … or a “7”, may all reasonably
contribute variation to the favorability ratings. Of course, you could probably come up with many other
possibilities!
Because of the inclusion criteria (only business majors at a particular university), the background and age
of the student participants should not contribute much to the observed variation in favorability ratings.
Precautions the researchers took to ensure the experience was the same for each student, such as the store
environment and the time spent in the store, will minimize other sources of variation in the observed
favorability ratings.
We can keep track of these restrictions and possible sources of variation in a diagram like Figure 1.1.2.
Figure 1.1.2: Possible Sources of Variation diagram for the Scents/Consumer Behavior study
Observed Variation in:
Favorability ratings (1-7)

Sources of explained variation


Scent or not

Inclusion criteria
 Background (Business majors)
 Age (20-21 years old)

Sources of unexplained
variation
 Attitude
 Scent sensitivity
 Understanding of questions
 Unknown

Design
 Store environment
 Time in store

Do we have any evidence that scent exposure explains variation in the favorability ratings?
Figure 1.1.3 shows the conditional distributions of ratings for the two scent groups.
Think about it: Does it look like the level (treatment group) explains variation in the favorability
ratings? Why or why not? What would you predict the favorability rating would be for someone
exposed to the scent? What would you predict the favorability rating would be for someone who is not
exposed to the scent?
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Figure 1.1.3: Dotplots comparing overall ratings given to the store under the two conditions

Mean = 5.13
SD = 0.95
Mean = 3.83
SD = 1.24
Students in the scent group tend to have higher ratings, (mean of 5.13 points), than students in the no
scent group (mean of 3.83 points). We can see from Figure 1.1.3 that there is a clear shift between the two
distributions. To improve our prediction of a student’s favorability rating, we might use 5.13 if the student
is exposed to the scent, or 3.83 if the student is not exposed to the scent. In other words, rather than use
the overall mean (4.48 points) to predict new outcomes, we could use the group means:
5.13
3.83
The residuals (observed rating minus predicted rating) using this approach are shown in Figure 1.1.4.
Figure 1.1.4: Residuals from using the group means to predict individual ratings

Think about it: Could you have recreated the dotplot of the residuals from the conditional
distributions? Do you see any leftover patterns to this graph?
The mean of the residuals is 0, because each data value has been adjusted by subtracting off its scent
group mean. The observations in each group shift over to center around zero and “overlap” with each
other. The remaining variability in the residuals doesn’t show any obvious clustering or outliers.
The standard error of the residuals is a measure of the leftover variation in the favorability ratings not
explained by the scent groups (we will discuss how this is calculated in Section 1.2). This value (shown in
Figure 1.1.4 as 1.10), is smaller than the standard error of the residuals for the single mean model, 1.27
(Figure 1.1.1), indicating that using the two group means to make our predictions gives us better
predictions of favorability ratings, on average, than using only the overall mean.
So an alternate statistical model (the “scent group model”) becomes:
5.13
,
3.83
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This is sometimes referred to as the separate means model (because it allows us to assign a predicted
response, the group mean, to each treatment) to contrast it with the single mean model (which uses the
same overall mean response to make our predictions regardless of treatment).
STEP 4: Draw inferences beyond the data.
As we saw in the Preliminaries, Step 4 entails investigating whether the difference in average favorability
ratings detected between the two treatment groups reflects a genuine tendency, or simply a ‘chance’
occurrence. It also involves estimating the size of that tendency. Section 1.3 will look at Step 4 in detail.
For now, let’s move on to Step 5. In this step, we need to review the study protocol to determine the
“scope of conclusions” we can draw from the study.
STEP 5: Formulate conclusions.
Our analysis so far indicates that there is evidence of an association between the favorability ratings and
type of scent exposure, with those in the scent group giving a 5.13 – 3.83 = 1.3 point higher, on average,
favorability rating than those in the no scent group. But, can we attribute this change to the type of scent
or could there be another explanation? Thinking back to the Preliminaries, should we be worried about
confounding variables in this study?
Think about it: What are some possible confounding variables in this study? Remember, to be a
confounding variable the variable must explain variation in the observed favorability ratings AND it
must be associated with the explanatory variable, scent exposure.
Recall our hypothesized sources of unexplained or leftover variation in the observed favorability ratings.
Participant attitudes, scent sensitivity, understanding of the survey questions, and interpretation of the
rating scale all have the potential to be confounding variables because they are likely sources of variation
in the response. For example, if the no scent group consisted only of participants with negative attitudes
toward participation and the scent group consisted only of participants with positive attitudes (see Figure
1.1.5), we would not know whether the 1.3 point difference in means we observed was due to exposure to
the pleasant scent or due to participant attitudes!
Figure 1.1.5: Sketch of what could happen in the Scents and Consumer Behavior study if attitude was a
confounding variable
Scent group (n = 24)
100% with positive attitudes

mean rating = 5.13 pts

48 participants
No scent group (n = 24)
100% with negative attitudes

mean rating = 3.83 pts

If the study had turned out is in the “What could have happened” scenario in Figure 1.1.5, we would have
no way of determining whether the larger mean rating in the Scent group is due to the scent exposure or
the students’ attitudes toward participation or a combination of the two.
Think about it: How can the researchers assign participants to the two treatment groups so as to
ensure that sources of variation such as attitude and scent sensitivity are not confounded with the scent
exposure groups?
As you may recall from your first statistics course, random assignment is a technique used to create
treatment groups that are as similar to each other as possible in terms of all of the unexplained, but
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potential sources of variation in the response. If the two scent exposure groups are similar with regards to
student attitude, scent sensitivity, etc., then we can reasonably conclude the 1.3 point difference we’ve
observed between the two groups is caused by the scent exposure and not some other confounding
variable, because the only real difference between the two groups is exposure to the scent.
Figure 1.1.6: Possible results for the Scents and Consumer Behavior study with random assignment

48 participants

Scent group (n = 24)
59% with positive attitudes
10% with scent sensitivities
Mean GPA = 3.20
No scent group (n = 24)
58% with positive attitudes
8% with scent sensitivities
Mean GPA = 3.15

mean rating = 5.13 pts

mean rating = 3.83 pts

If the study had turned out as in Figure 1.1.6, although there are still small differences among the two
groups, we might consider them small enough that they don’t offer a plausible explanation for the
difference in mean ratings between the two treatment conditions.
There are many potential sources of unexplained variation in the response, some of which we can identify
and some we cannot. We will trust in the random assignment to generally ‘equalize’ the distributions of
all of these sources simultaneously across the treatment groups, whether we know about them or not. In
this way, random assignment guards against confounding variables and allows us to make a causal
conclusion regarding the effect of the explanatory variable on the response.
Key Idea: The goal of random assignment is to reduce the chances of there being any confounding
variables in the study. By creating groups that are expected to be similar with respect to all variables
(other than the treatment variable of interest) that may impact the response, random assignment
attempts to eliminate confounding. A key consequence of not having variables confounded with the
treatment variable in a randomized experiment is the potential to draw cause-and-effect conclusions
between the treatment variable and the response variable.
In this case, random assignment was used to create the treatment groups, leading us to conclude that the
possible reasons for the difference in mean ratings between the two groups are either that (a) exposure to
the pleasant scent makes a difference or (b) the difference is due to random chance. We’ll revisit these
two possible explanations in Section 1.3.
Think about it: How does the inclusion criterion of undergraduate business majors affect the
conclusions we can draw? Why is it important that the researchers specify the inclusion criteria of the
study?
By having inclusion criteria, the study is carried out using students who are very similar in terms of
background and age. These variables are then unlikely to be responsible for much variation in the
observed favorability ratings. However, inclusion criteria do limit our scope of conclusions in that we can
only generalize our conclusions to a population similar to the participants included in the study. In this
case, it’s probably reasonable to argue that our (preliminary) evidence that the scent condition influences
favorability ratings should only apply to college business majors. It’s even risky to apply the conclusions
to students outside this university. These subjects were not a random sample from a larger population, but
more of a convenience sample, so one should be careful not to overgeneralize.
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Key Idea: Random assignment is a critical component of a well-designed experiment that allows us to
potentially draw cause-and-effect conclusions. How the experimental units are selected for the study
(e.g., inclusion criteria, random sampling) is a key component of how broadly we can generalize the
results.
We will return to this study again and will also consider Step 6: Look back and ahead after some more
analysis.
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Exploration 1.1: Memorizing Letters
You and your classmates will each be asked to study a sequence of letters for 20 seconds and then to write
down as many letters as you can remember, in order. Your score will be the number of letters that you
remember correctly before your first error of any kind. You will also be asked to report your hours of
sleep last night and whether or not you have consumed any caffeine today. After collecting the data, your
instructor will tell you more information about the study protocol.
Definition: The study protocol outlines how the study will be conducted, providing enough detail, so
that someone else could carry out the same study under identical conditions. It is important to consider
the research question when evaluating whether the study protocol will be appropriate.
STEP 1: Ask a research question.
1. What was the research question for conducting this study?

STEP 2: Design a study and collect data.
2. Identify the response variable. Is this variable quantitative or categorical? (If categorical, note the
number of categories. If quantitative variable, note the measurement units.)

3. Was this an observational study or an experiment? How are you deciding? (Hint: Recall from your
previous statistics course that the key characteristic of an experiment is that the researcher determines
which explanatory group each participant in.)

Definition: The explanatory variable deliberately manipulated in an experiment is often called a
treatment variable or factor. For categorical explanatory variables, the different categories of the
treatment variable are often called levels. In experiments, the objects (or “subjects”) that we are
measuring are often called experimental units rather than observational units. The conditions we
impose on the experimental units (here the levels of the treatment variable) are also called treatments.
Each experimental unit is assigned to one treatment.
4. Identify the experimental units in this study. How many are there?
5. Identify the treatment variable and its levels.

6. If you were planning this study, how would you determine who gets which treatment? What would
you try to accomplish?
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Key Idea: The goal of random assignment is to reduce the chances of there being any confounding
variables in the study. By creating groups that are expected to be similar with respect to variables
(other than the treatment variable of interest) that may impact the response, random assignment
attempts to eliminate confounding. A key consequence of not having variables confounded with the
treatment variable in a randomized experiment is the potential to draw cause-and-effect conclusions
between the treatment variable and the response variable. See Example 1.1 for more discussion.
7. Identify any other precautions taken in this study to try to make sure the two treatment groups were
equally balanced, that is, the treatment conditions were the same for both groups.

Definition: A study is double blind if
(i) the subjects do not know which treatment condition they are in, and,
(ii) the person evaluating the response variable does not know which treatment condition the subject is
in
If only one of the above conditions are true for a study, then the study is said to be single blind.
8. Was this a double blind or a single blind study? Explain. What other, if any, appropriate precautions
were taken in carrying out this study?

9. Were you and your classmates randomly selected to participate in this study? Do you think you are
representative of a larger population? What would you define that population to be?

10. Are there any individuals that you believe we should exclude from participating in this study?
Explain.

Definition: Inclusion criteria are the set of characteristics that individuals must have in order to
participate in a study.
Key Idea: Using inclusion criteria may reduce the variation in the observed response compared to what
would otherwise be observed if there were no inclusion criteria. However, by using inclusion criteria
we limit the scope of inference for study conclusions. The more inclusion criteria there are, the smaller
the population to which the study conclusions will apply.
STEP 3: Explore the data.
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Load the memory data into the Multiple Variables applet. Select and Clear the existing data, paste in
the four columns of data from your class, press Use Data. Drag the score variable under the Response
header. Check the Show descriptive and Show residuals boxes.
11. Use the applet to create numerical and graphical summaries of the outcomes of the response variable
for your class. Summarize your observations in context.

Recall from the Preliminaries that a statistical model is an equation that predicts the outcome of the
response and measures the accuracy of those predictions.
12. Specify a statistical model for predicting future results using the overall mean score for your sample
and specifying the standard error of the residuals. (Sometimes referred to as the “single mean”
model.)

Drag the sequence variable under the Subset By header.
13. Now create numerical and graphical summaries comparing the results for the two treatment groups.
Based on the group means, did one of the sequence groups tend to score higher than the other? By a
lot or just a little? Which sequence group had more variable results? Any other interesting features of
the meaningful sequence scores that makes sense in context?

14. Write out a statistical model for predicting outcomes depending on which treatment condition
someone is assigned to, using the treatment-specific mean scores. This could be called the “letter
grouping model” or the “separate means model.” Note: The “separate means model” allows us to
assign a predicted response, the group mean, to each treatment in contrast with the “single mean
model” which uses the same overall mean response to make our predictions regardless of treatment.

15. Is the standard error of the residuals for the letter grouping model much smaller than the standard
deviation of the residuals in the single mean model?

16. Does knowing which treatment group each person was assigned to explain all of the variation in the
responses? How are you deciding?
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STEP 4: Draw inferences beyond the data.
Recall from the Preliminaries that this step entails investigating whether the difference in average scores
detected between the two treatment groups reflects a genuine tendency, and if so, estimating the size of
that tendency. Section 1.3 will look at Step 4 in detail. For now, let’s move on to Step 5. In this step, we
need to review the study protocol to determine the “scope of conclusions” we can draw from the study.
STEP 5: Formulate conclusions.
17. Summarize your “letter grouping model” with a Sources of Variation diagram, including
brainstorming some possible sources of the unexplained variation.
Observed Variation in:

Sources of explained variation

Sources of unexplained
variation

Inclusion criteria:
Design:

One potential source of variation in how many letters someone can memorize is the amount of sleep he or
she got the night before. Ideally, the study protocol has balanced this variable between the two treatment
groups (i.e., there is a similar mix of those with lots and little sleep in both groups), but let’s check.
Remember, to be a confounding variable, the variable must explain variation in the observed memory
scores AND it must be associated with the explanatory variable, type of letter grouping.
Remove the score variable from the Response box and instead move the sleep variable there.
18. Use the applet to examine the distributions of sleep hours for the two treatment groups. Does amount
of sleep appear to be a confounding variable in this study? How are you deciding?

Now remove the sleep variable and move the caffeine variable to the Response box – this graph is a little
strange, what do you think it and the group means tell you?
19. Is caffeine a confounding variable in this study? How are you deciding? (Be clear what steps you
took/graphs you examined.)

20. Could there be another explanation, apart from the grouping of the letters, that could explain the
difference in the group means that we found? Explain.
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Key Idea: Random assignment is a critical component of a well-designed experiment that allows us to
potentially draw cause-and-effect conclusions. How the experimental units are selected for the study
(e.g., inclusion criteria, random sampling) is a key component of how broadly we can generalize the
results.
Hopefully you found above that the conditional distributions of the amount of sleep for the two treatment
groups and the conditional distributional distributions of caffeine for the two treatment groups were pretty
similar, preventing amount of sleep and caffeine category from being confounding variables. With
random assignment, we will often trust that this is true for all other potential confounding variables as
well.
21. In order to make predictions about how many letters students will be able to memorize, do you
recommend the “single mean” model or the “letter grouping” model? Explain. How accurate is the
letter grouping (or separate means) model? Does the difference in group means seem meaningful to
you in this context? Explain. What population are you willing to generalize these observations to?
Are you willing to draw a cause-and-effect conclusion between the type of sequences and the ability
to memorize more letters on average in this population? Explain.

STEP 6: Look back and ahead.
22. Suggest at least one way you would improve this study if you were to carry it out yourself.
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Section 1.1 Summary
In this section, you reviewed some key principles of experiments. In particular, using random assignment
to create the two treatment groups substantially reduces the possibility of confounding variables, although
it may not be possible to remove this possibility entirely. But if you then decide the observed difference
between the groups is meaningful (e.g., statistically significant as will be discussed in Section 1.3), you
can draw a cause-and-effect conclusion between the treatment variable and thee response. In other words,
we can use “action verbs” like, using a pleasing scent leads to more favorable store ratings, on average.
The inclusion criteria used in the study give us information about how we might generalize any
conclusions we make to a larger population. In particular, if the experimental units are selected from a
larger population using random sampling, then you believe that any patterns you do or don’t see in these
data will apply to the larger population as well. Neither of these studies uses random sampling but instead
were “convenience samples” of college students. For Example 1.1, any conclusions about the
effectiveness of scent exposure will apply only to undergraduate business majors similar (e.g., similar
background, age) to those who volunteered to participate in this study.
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Section 1.2: Quantifying Sources of Variation
Section 1.2 Learning Goals:
 Partitioning variation in the response variable into variation explained by the model and
unexplained variation
 Measuring percentage of variation explained
 Understanding effect size and practical significance

Introduction
In the previous section, we saw how study design impacted sources of variation and revisited how to
connect sources of variation with a statistical model. In this section we will build on this intuitive idea of
sources of variation, by exploring how to quantify how much variation is explained by various sources.
To do this, we will first need to establish mathematical ways to quantify variation, and then see how to
standardize these approaches across studies to have consistent ways to talk about contributions of sources
of variation across studies. Along the way we will also talk about how to begin to talk about whether a
source of variation is meaningful.
Keep in mind the following notation:
 y represents the response variable
 yi represents the ith observation of the response variable

represents the mean of the response variable outcomes

represents the mean of the response variable outcomes in the jth group

represents the overall sample size in the study
represents the group size of the jth group


Example 1.2: Scents and Consumer Behavior continued
Recall the Scents and Consumer Behavior study from Example 1.1, which examined students’ ratings of a
store depending on whether or not a scent was used while they were in the store. Our hypothesized
Sources of Variation diagram for this study is shown again in Figure 1.2.1.
Figure 1.2.1: Hypothesized Sources of Variation diagram for Scents/Consumer Behavior Study
Observed Variation in:
Favorability ratings (1-7)

Sources of explained
variation
 Scent or not

Inclusion criteria
 Background (Business majors)
 Age (20-21 years old)

Sources of unexplained
variation
 Attitude
 Scent sensitivity
 Understanding of questions
 Unknown

Design
 Store environment
 Time in store

We said in Example 1.1 that the scent group model explained some of the variation in the favorability
ratings because the standard error of the residuals (1.10) was smaller than the standard error of the
residuals from the model that ignored the treatment group assignments (1.27). Let’s look at these
calculations in a bit more detail.
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Sum of Squares Total
Recall that before taking the scent exposure groups into account we attempted to predict the favorability
rating from the overall mean:
4.48,
standard deviation of ratings = standard error of residuals = 1.27
As discussed in the Preliminaries, the standard error of the residuals for this model is just the standard
deviation of the response variable. Another way to think of this value is related to the total of the squared
residuals when using the overall mean to predict the response for each subject.
Sum of squares total
∑

.

.

= 1.27

Definition: The numerator of this calculation is called the sum of squares total, or SSTotal.

Note that we use the symbol Σ

to mean “sum over all observations.”

Dividing the Sum of Squares Total (SSTotal) by n – 1 and taking the square root equals the standard
deviation of the response variable. So, why are we discussing SSTotal? It turns out that the sum of squares
total has some nice properties that will be useful in the future as we seek to understand different sources
of variation in the response.
You may recall from your first statistics class that in the SD calculation we divide by n – 1 = 47 instead of
n = 48. This is because these data are considered a sample from some ongoing random process, and the
mean that we are comparing each observation to, 4.48, was estimated from the same data. This implies
that once we know 47 of the values, the 48th value is “determined” so that the mean of all the values is
4.48. For this reason, we have 47 “independent” pieces of information, and we say there are 47 degrees of
freedom in this calculation. To find the “average squared deviation from the mean” we divide by 47
instead of 48.
Definition: The degrees of freedom (df) for a sum of squares calculation represents the number of
“independent” values in the sum.

Sum of Squared Errors for the Separate Means Model
In Section 1.1, we found that a model using the two different group means to make predictions, was better
than the single mean model in the sense that the typical prediction error was smaller, 1.10 vs. 1.27.
5.13
3.83

, standard error of residuals = 1.10 points.

When using the group means to predict each observation (in other words, when using the “separate
means” or “scent group” model), the standard error of the residuals is computed as:
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∑

5.13

∑

3.83
2 Sum of squared errors

55.96
48 2

1.10

Definition: The numerator of this calculation is called the sum of squared errors, or SSError. The
SSError is the sum of the squared prediction errors (residuals) for a particular statistical model.

When comparing groups, the SSError is computed by comparing each observed value to its group mean
and captures the variation within the two scent exposure groups, or the variation leftover after knowing
which scent exposure group the observation came from. Another description for this is the variation that
is unexplained by scent group.
Hopefully you are asking: When computing the standard error of these residuals, why do we now divide
by 46 instead of 47 or 48? Once we know the mean of each scent exposure group, there are (24 – 1) = 23
independent pieces of information within each group, or 48 – 2 = 46 degrees of freedom in this
calculation. Thus, to find the “average squared deviation from the group means” we divide by 46. You
can also think of the degrees of freedom in terms of the sample size minus the number of estimated
parameters in model (e.g., 1 mean vs. the 2 separate means).
Taking the square root of this “average squared deviation” gives us a measure of the average prediction
error for the model. When the sample sizes are equal, this is equivalent to averaging the two group
variances and taking the square root (see HW exercise). Note that this value will differ slightly from the
standard deviation of the residuals, which divides by n – 1; that’s why we called it the standard error
instead.

Variation Explained by the Scent Groups
Now, let’s examine one more sum of squares value. The SSTotal and the SSError capture the variation in
the observed response from either the overall mean (SSTotal) or the treatment group mean (SSError). But
how much variation is there between the treatment groups themselves? In other words, we will measure
how much variation there is in the group means by comparing each to the overall mean. First, let’s
introduce a new term, but with a warning: this new term, effect, will be used in this course and in statistics
in general, with slightly different variations and meanings.
Definition: The effect of a group or a treatment is the difference between the mean response in the
group and the overall mean response.
Think about it: How would you calculate the “scent” effect and the “no scent” effect for this study?
In Section 1.1, we found the treatment means to be 5.125 and 3.833. Comparing these group means to the
overall mean, we find the effect of being in the scent group to be 5.125 – 4.479 = 0.646 points and the
effect of being in the no scent group to be 3.833 – 4.479 = -0.646 points.
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Think about it: What do these two values (effects) tell us?
On average, students in the scent group tend to rate their experience 0.65 points above the overall
average, and on average, students in the no scent group tend to rate their experience 0.65 points below the
overall average. Figure 1.2.2 displays the data from study with the overall means, the treatment means,
and the effects illustrated.
Figure 1.2.2: Dotplots comparing overall ratings given to the store for the two groups
4.479
+.646

Mean = 5.125
SD = 0.947
Mean = 3.833
SD = 1.239

‐0.646

Now that we know what an effect is, we can re-write the scent group model in terms of an overall mean
and the effects of the scent groups. (See HW exercise discussion how this is equivalent to the earlier
version.)
0.65
0.65
SE of residuals = 1.10 points
4.48

,

In other words, each response outcome is modeled as the overall mean + treatment effect + random error.
Notice that because we have the same sample size in each treatment group, the effects sum to zero. See
the Calculation Details at the end of this section for a slight variation to this calculation when the group
sizes are not equal.
Think about it: What will the value of each of the effects be if scent groups do not explain any of the
variation in the response variable?
If the effects of being in the two scent groups were both 0, the group means would be identical to the
overall mean, and, thus, the scent groups would not explain any variation in the favorability ratings; the
two group means would be the same.
Key Idea: The larger the effects (in absolute value), the larger the differences between the groups.
To measure how much these scent group means vary from each other (the “between group” variation), we
need a measure like the standard deviation of the group means. The numerator will sum the differences
between the group means and the overall mean and the denominator will convey the degrees of freedom
of that sum.
Definition: The sum of squares for the model, or SSModel, measures the variation in the group means
from the overall mean. For each observation in the data set, we find the difference between that
observation’s group mean and the overall mean, then sum the squared differences. Because each
observation within the same group has the same difference between the group mean and the overall
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mean, we can simplify the formula to focus on the squared effects and the number of observations in
each group (group size).

For the “scent model,” the sum of squares for the model (or the SSscent) is
24

0.646

24 0.646

20.03.

The degrees of freedom of this calculation will be 1. This is because once we know the sum of the effects
is zero, if we know the effect for one of the groups, we know what the other effect has to be.
To summarize these calculations for this example, we have:
Overall variation in data, SSTotal = 75.98, df = 47
Unexplained variation with separate means model, SSError = 55.96, df = 46
Variation in the group means, SSModel = 20.03, df = 1
Think about it: What relationship do you notice between the three sums of squares, SSTotal, SSError,
and SSModel? What about the degrees of freedom?
It’s no coincidence that SSModel and SSError add up to the SSTotal- that’s one reason we call it SSTotal!
In other words: 20.03 + 55.96 = 75.99 (any difference is due to rounding). This relationship, and the
corresponding one for the degrees of freedom, will always be true.
Key Idea: The variation in the response (as measured by SSTotal) can be split up (partitioned) into the
variability of interest (as measured by SSModel) and the unexplained variation (SSError).
SSTotal = SSModel + SSError
Also, df total = df model + df error.
In general, we are partitioning sources for the observed variation in the response variable (measured by
SSTotal) into two categories:
(1) the source of the variation of interest (the explanatory variable), measured by SSModel
(2) the sources of the unexplained variation or the variation which remains within each of the treatment
groups, measured by SSError.

So how much of the variation in the favorability ratings have we explained using the
presence or absence of scent?
One approach to quantify how the variation in the group means or the explained variation (SSModel)
compares to the overall variation (SSTotal), is to compute the “percentage of variation explained.”
Definition: R2 (also known as the coefficient of determination) tells us the proportion of the total
variation in the response variable which is explained by the source(s) of interest specified by the model,
1
Note that 0 < R2 < 1. Larger values of R2 are better because that indicates more of the variation in the
response is explained by the source of variation of interest (explanatory variable).
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Think about it: How would you compute the R2 value for the Scents and Consumer Behavior study?
The R2 for this study is 20.03/75.98 = 0.264. We say that this model (that is, accounting for the presence
or absence of scent) explains about 26% of the variation in the observed favorability ratings, whereas
about 74% of the variation is not explained by the scents model (55.96/75.98 = 0.7365). R2 is often
reported in decimal form or directly as a percentage. Pie charts can also be useful to visualize the R2 for a
study.
Figure 1.2.3: Partitioning the total variability in the favorability ratings into variation explained by the
scent group model and unexplained variation

Think about it: Is 26.4% a “good” R2 value?
Larger R2 values indicate less unexplained variation in the response variable and more precise predictions.
However, it is unusual to find an R2 value of exactly 1 (that would mean you had explained all of the
variation in the response) or exactly 0 (meaning you had explained none of the variability in the
response). An R2 of 0.264 is certainly not zero, but is not all that large either. There is no set “cut-off”
value for what makes an R2 value meaningful, it is going to differ by context. In a study of physical laws
(e.g., the law of gravity), an R2 below 0.90 would probably indicate a problem. In a study trying to change
customer behavior (a complex task for sure), the researchers might be quite pleased at explaining more
than 25% of the variation in consumer favorability ratings. In a study trying to understand a new, complex
disease, an R2 of 0.05 might be meaningful as a first step in beginning to understand the disease process.
We could compare our R2 value to other studies on consumer behavior or to models using other
explanatory variables to help decide. We will refer to these types of consideration as evaluating the
practical significance of the study results.
Definition: Practical significance refers to whether the group differences are large enough to be of
value in context. It can be difficult to evaluate practical significance without subject matter knowledge
and/or something to which to compare the group differences.
For example, is the effect of scent, ± 0.65, enough to make a store manager take notice? The R2 value
gives us one way to consider practical significance, as it puts the results on a common 0-1 scale that can
be compared across models and studies.
Another common comparison is to consider the size of the effects in conjunction with the standard error
of the residuals.
Definition: An effect size measure compares differences in group means to the standard error of the
residuals.
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You will actually see various measures of effect size in the literature. The key is comparing the variation
in your group means to the “natural” variation in the data. We can use the standard error of the residuals
as a measure of the natural variation (what’s leftover after accounting for the group differences). In this
study, the standard error of the residuals, after accounting for the different scent conditions, was 1.10
points. So the difference in group means (1.30) is larger than one residual standard error, which also
seems meaningful in this context.
These numerical values (e.g., R2, effect size) still need to be evaluated in combination with subject matter
knowledge to help evaluate practical significance. It’s also important to consider the generalizability of
the study results and that this was a simulated retail environment. The authors of this article did declare
“The presence of an inoffensive scent in a store is an inexpensive and effective way to enhance consumer
reactions to the store and its merchandise” but also recommended “careful consideration of cost” as there
was some flexibility (found in another study) in which scents were used to achieve the same results.
But, what if a researcher was unhappy with his/her effect size or R2 value? One consideration, among
many, would be to consider improving the statistical model by considering other variables (this is
something we did in the Preliminaries – we’ll revisit this idea in later chapters). Other options are to do
other things to reduce variation in the response variable as we discussed in the previous section – like
using inclusion criteria.
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Exploration 1.2: Starry Navigation
The movements of dung beetles have fascinated observers
for thousands of years. Some species of dung beetles, known
as “rollers,” find a pile of dung which they form into a ball,
and then immediately roll away from the source in order to
prevent other beetles from stealing it. The goal is for the
beetles to move the ball away as fast as possible. The
nocturnal African dung beetle (Scarabaeus satyrus) is
known to use celestial objects (e.g., sun, moon) to help it
move along straighter (quicker) paths so its dung doesn’t get
stolen. But, what, if it’s the middle of the night and the
moon isn’t out (new moon); can the beetles navigate
their way using just the stars? Dacke, Baird, Byrne, Scholtz, and Warrant (“Dung Beetles Use the Milky
Way for Orientation,” Current Biology, 23, 2013) report on several experiments they ran to document
whether these dung beetles use stars to navigate. In one of their studies, beetles were placed on top of a
dung ball at the center of a circular wooden platform (10 cm in diameter) and the researchers timed how
long it took each beetle to reach the edge of the platform (another way of determining how straight a
path was taken). Some of the beetles were given a small, black cardboard ‘cap’ which obscured their
view of the sky (up) but not of the edge of the platform (out), while others were given a transparent cap.
(Why?). On a moonless, starry night beetles wearing the transparent cap took an average of 40.1
seconds to reach the edge, compared to an average time of 124.5 seconds for beetles wearing the black
cardboard cap.
STEP 1: Ask a research question.
1. Summarize the researchers’ conjecture in collecting these data.
STEP 2: Design a study and collect data.
2. Explain how this is an experiment rather than an observational study. Identify the response variable
and the explanatory variable. What are the treatments?
3. Identify at least one component of the study protocol that was important in ensuring consistent and
accurate measurements across the beetles.

STEP 3: Explore the data.
One hypothesized Sources of Variation diagram for this study is shown in Figure 1.2.4.
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Figure 1.2.4: Possible Sources of Variation diagram for Starry Nights study
Observed Variation in:
Time to reach edge (sec)

Sources of explained variation


Type of cap

Inclusion criteria
 Beetle species

Sources of unexplained
variation
 Age of beetle
 Gender of beetle
 Unknown

Design
 Size of platform

4. Based on the averages provided (124.5 seconds with black cap and 40.1 seconds with transparent
cap), are you convinced that obscuring the beetles’ vision of the night sky causes them to have more
trouble moving in a direct line away from the starting position? If not, what other information about
the data would you like to know?

The difference in means 124.5 – 40.1 = 84.4 seconds sure seems large, but we need to know more about
how much variation there is from beetle to beetle. If the longest time a beetle takes to reach the edge of
the circle is more than 500 seconds, then 84 seconds might not seem so large.
In the dataset DungBeetles, we provide data for 18 beetles (9 which wore the black cap and 9 which wore
the transparent cap). Note: The researchers did not provide the exact data in their publication, this file
contains simulated data similar to what the researchers observed.

The Single Mean Model
As we saw in the previous section, before taking the type of cap (black or clear) into account, we can
predict the dung ball rolling time using the overall mean (the single mean model).
Load the data into the Multiple Variables applet and drag the time variable into the Response variable
box. Check the Show descriptive and Show residuals boxes.
5. Record the overall mean and standard deviation for the times. Use these values to write out a “single
mean” statistical model for predicting the time to reach the edge.
Prediction equation:
Standard error of residuals:
The standard error of the residuals from this “empty” model is the standard deviation of the times
themselves:
∑

.

.

= 46.93 sec

Definition: The numerator of this calculation is called the sum of squares total, or SSTotal.
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We will use the SSTotal as one representation of the total variation in the residuals from the single mean
model or just the total variation in the response variable. Note that we divide this sum by 17 rather than
18 because we are using the sample mean in the same calculation, so once we know 17 of the values, we
know what the 18th must be. So we say this calculation has 17 degrees of freedom. Note that we use the
to mean “sum over all observations.”
symbol Σ
Definition: The degrees of freedom for a sum of squares calculations represents how many
“independent” values are being summed over.
6. Confirm that (n – 1)  (SD of times)2 = SSTotal (reported by the applet under the histogram).

Sum of Squared Errors for the Separate Means (“Cap”) Model
Now drag the treatment variable into the Subset By box. Report the means of the treatment groups.
7. Visually, does the type of cap appear to explain variation in the times?

Check the box to Show residuals and note the standard error of the residuals. Include a screen capture
of the results.
8. Write out the statistical model using the group means to predict the times. How does the standard
error of the residuals for the “cap model” compare to the single mean model?

The standard error of the residuals for this model, taking into account the type of cap, is calculated by
comparing each observation to its group mean, that is, the residual from using the group mean to predict
an observation in that group.
∑

.

∑

.

Definition: The numerator of this calculation is called the sum of squared errors, or SSError. The
SSError represents totaling the squared predictions errors (residuals) for a particular statistical model.

The SSError represents the leftover variation in the response variable after conditioning on the treatment
group, that is the unexplained variation within the treatment groups. Notice that this time we are dividing
by 18 – 2 = 16. This reflects that we have used both of the group means in our calculation. Previously we
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only used the overall mean and divided by 18 – 1. See the Example for more details on these degrees of
freedom values.
Key Idea: The degrees of freedom for a sum of squares calculation will be the sample size minus the
number of estimated parameters in the model.
Taking the square root of this “average squared deviation” gives us a measure of a typical prediction error
for the model. When the sample sizes are equal, this is equivalent to averaging the two group variances
and taking the square root (see HW exercise). In other words, it is the “pooled” (across the groups)
“within group variation.” Another phrasing for this is the variation unexplained by the type of cap. Note
that this value will differ slightly from the standard deviation of the residuals which divides by n – 1,
that’s why we called it the standard error instead.
9. Verify that (n – 2)  (SE residuals)2 ≈ SSError (given in the pie chart of the applet).

Variation Explained by the Cap Groups
Let’s examine one more sum of squares value. Rather than computing the difference between the
observed response and what we predict based on the treatment group, we will compare what we predict
based on the treatment group to what we would predict if we ignored the treatment group. In other words,
we will measure how much variation there is in the group means by comparing each to the overall mean.
First, let’s introduce a new term, but with a warning: this new term, effect, will be used in this course and
in statistics in general, with slightly different variations and meanings.
Definition: The effect of each treatment is the difference of the mean response in the treatment group
from the overall mean response.
10. Calculate the cap effect and the “no cap” effect. Note: When computing effects make sure that you
subtract the overall mean from the group mean in both cases. How do the two effects compare to each
other?

When the effects are defined this way, they will always sum to zero (except possibly for round off error).
See the Calculation Details at the end of this section for a slight variation to the calculation for unequal
group sizes.
11. Using the overall mean and these treatment effects, suggest another way we can write out the
statistical model.
To measure how much these gap group means vary from each other (the “between group variation”), we
need a measure like the standard deviation of the group means. The numerator will sum the differences of
the group means to the overall mean and the denominator will convey the degrees of freedom of that sum.
Definition: The sum of squares for the model, or SSModel, measures the variation in the group means
from the overall mean. For each observation in the data set, we find the difference between that
observation’s group mean and the overall mean, then sum the squared differences. Because each
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observation within the same group has the same difference between the group mean and the overall
mean, we can simplify the formula to focus on the squared effects and the number of observations in
each group.

12. Calculate the SSModel (or “SScap”) for these data. (Hint: What is the group size in each group?)

These sums of squares calculations have a very special property.
Key Idea: The variation in the response (as measured by SSTotal) is partitioned into the variability of
interest (as measured by SSModel) and the unexplained variation (SSError).
SSTotal = SSModel + SSError
Also, df total = df model + df error
13. Verify these two identities for our data.

The SSModel is interpreted as a measure of the “variation in the response explained by the model.” So we
have partitioned the total variation in the times (SSTotal) into variation explained by the model (SSModel,
from knowing the treatment) and the variation left unexplained (SSError).
14. Calculate the percentage of variation explained for these data.
1

100%
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Definition: R2 (also known as the coefficient of determination) tells us the proportion of the total
variation in the response variable which is explained by the source(s) of interest specified by the model.
The maximum value of R2 is 1 and larger values are better (more of the variation in the response is
explained by the variable of interest).
1
15. Write a one-sentence interpretation of this value, in context.

Pie charts can also be useful to visualize the R2 for a study.
16. Copy and paste the pie chart from the applet. Notice that one slice of the “pie” represents the variation
due to the model (cap type), and the remaining slice represents the “unexplained variation.” The size
of the “cap type” slice divided by the SSTotal gives the R2.

In the next section, we will look at methods for deciding whether this amount of variation explained is
statistically significant. For now, we will consider whether this research result is practically significant.
Definition: Practical significance refers to whether the treatment effects and group differences are
large enough to be of value in context. It can be difficult to evaluate practical significance without
subject matter knowledge and/or something to compare to.
One way to assess practical significance is to compare the difference between the groups to the “leftover”
or unexplained variation.
Definition: An effect size measure compares differences in group means to the standard error of the
residuals.
17. Calculate the difference in the two treatment means divided by the standard error of the residuals. Is
this larger than one or two? [Often values larger than one or two are considered noteworthy...]

STEP 5: Formulate conclusions.
18. Summarize what you have learned so far from this study, in context. For example, do you find the
difference in times impressive? How are you deciding? Do you think there could be any confounding
variables or alternative explanations for why the beetles traveled faster with the clear cap?
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STEP 6: Look back and ahead.
19. Suggest at least one way you would improve this study if you were to carry it, or a follow-up study,
out yourself.

Section 1.2 Summary
It’s typically not enough to simply identify sources of variation in a study. In most cases, researchers also
want to be able to quantify how much variation is explained by different sources and how much is still
unexplained. The standard error of the residuals is one way to begin to quantify unexplained variation. In
the simplest case, the single mean model, the residuals reflect what would happen if we simply used the
mean response to predict each data value. When considering other sources of variation, we will want to
assess how much smaller they make the standard error of the residuals compared to this simple model.
Reporting R2, which tells us the proportion of all the variation (e.g., the Sum of Squares Total) is
explained by the variable(s) of interest (Sum of Squares Model), gives us a quantity that can be readily
compared across models and studies. In this section, we discussed some (debatable) ways to decide
whether the R2 value for a particular study is of practice importance, a key consideration. But, practical
significance is not the only consideration. As you may remember from your first statistics course,
statistical significance is also important. We’ll dig into statistical significance in the next section.
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Section 1.2 Calculation Details
The dataset analyzed in Exploration 1.2, DungBeetles, claimed that there were 9 beetles in each group. In
the actual study, there were 13 beetles wearing transparent caps and 6 beetles wearing the cardboard cap.
Does having unequal group sizes impact our calculations? For the most part the answer is no. For
example, in calculating the standard error of the residuals, we already allowed the comparisons to the
group means to sum over different numbers of observations.
∑

.

∑

.

However, we will calculate the effects slightly differently in this case. Recall that effect was defined as the
difference between the group mean and the overall mean. The two group means were 42.78 and 126.55.
When the two groups have the same sample size, then the overall mean was equal to the average of the
two groups means (9  42.78 + 9  126.5)/18 = (42.78 + 126.5)/2 = 84.66 = . But when the two groups
do not have the same sample size, (13  42.78 + 6  126.5)/19 = 69.22 ≠ (42.78 + 126.5)/2 = 84.66. The
“weighted” average is much closer to the 42.78 average of the larger group. If your primary goals is to
use the “mean response” to predict a beetle time, then you might prefer to use the average that you
consider more precise because it is based on a larger number of observations, rather than an average that
treats the two group means equally. However, in defining effects, partly so they always sum to zero, we
will use the unweighted mean, called the “least squares mean.”
Definition: With unequal group sizes, the least squares mean of the response variable is still
/2 and the effects are the group means compared to this value.
The effects version of our prediction equation is
84.66

41.9
41.9

which is still equivalent to using the group means to make the prediction for each group. With this
definition for effects, our calculations proceed as before, but we can no longer take the “effects squared”
shortcut in calculating SSModel (but we can still take the SSTotal – SSError shortcut).

Dacke et al. (2013) report that the path lengths of beetles rolling with the black caps had mean 124.5 sec
and standard deviation 30.76 sec (n = 6). The path lengths of beetles using the clear caps was 40.1 sec,
with standard deviation 15.3 sec (n = 13). From this information, we can find:
6 124.5
13 40.1 /19
66.75
2
SSError = (6-1)(30.76 ) + (13-1)(15.32) ≈ 7540 (df = 17)
SSModel = 6(124.5 – 66.75)2 + 13(40.1 – 66.75)2 ≈ 29,243 (df = 1)
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Section 1.3: Is the Variation Explained Statistically Significant?
Section 1.3 Learning Goals:
 Assess the statistical significance of a two-group comparison
 Carry out and evaluate a randomization test comparing two groups on a quantitative response
variable
 Apply two-sample t-procedures for tests of significance and confidence intervals

Introduction
Sections 1.1 and 1.2 were all about describing and quantifying the variation in the study and using a
statistical model to make predictions and provide some measure of the accuracy of those predictions
(Steps 1-3 of the six-step process). Section 1.2 ended by thinking of ways we could decide whether we
have explained “a lot” of variation by considering the practical significance of the effects. Another
consideration centers on the idea of statistical significance. In other words, is chance a plausible
explanation for the data we observed? Is the difference not only practically meaningful but also beyond
what we would expect to happen by chance? Can we say that an observed difference is unlikely to have
happened ‘just by chance’? In this section, we will look at some different strategies to answer this
question.

Terms we assume you saw in your previous statistics course include:






Parameter vs. statistic: Numerical characteristics (e.g., mean or proportion) of the population and
sample respectively
Null and alternative hypotheses: Two competing claims about the population or underlying process.
Using the null hypothesis is the uninteresting case (e.g., no effect, no difference) and the alternative
hypothesis is usually what the researchers are hoping to provide evidence for
p-value: The probability of observing a statistic at least as extreme as the value observed in the actual
study when the null hypothesis is true
Statistical significance: When the observed statistic is different enough from the null hypothesis that
we don’t think it happened by random chance alone
Confidence intervals: An interval of plausible values of the parameter based on the observed statistic

Example 1.3: Scents and Consumer Behavior cont.
Recall the Odor and Consumer Behavior study from Example 1.1. We found that SSTotal was
approximately 76.0, SSGroups ≈ 20.0, and the SSError ≈ 56.0. With effects of + 0.65, the model using
scent exposure to explain variation in ratings found that scent exposure explained about 26.4% of the
observed variation in favorability ratings, leaving about 73.6% unexplained. Furthermore, this was a
randomized experiment, so we have reason to believe the scent exposure treatment may be causing this
variation. But, is there another plausible explanation?
Think about it: Is it possible that a difference in means of 1.30 points and an R2 value of 0.264 could
result not because the scent has an impact on ratings, but because we just happened, by chance alone, to
have been a little “unlucky” in the random assignment and ended up with more of the students who
tend to give out higher favorability ratings in general in the scent group. Or is 26.4% large enough that
we have trouble believing an R2 value this large could have happened purely by “luck of the draw”?
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Recall that in Example 1.1 we did Steps 1–3 of the 6-step statistical investigation method, so we’ll just
dig into Step 4 here.
STEP 4: Draw inferences beyond the data.
To help answer the question of whether chance is a reasonable explanation, we want to consider how the
study could have turned out if there really was no actual “scent effect” and we randomly assigned the
treatment groups.
Key Idea: In assessing statistical significance, we typically define null and alternative hypotheses.
 The null hypothesis (H0) is the “by chance alone” explanation for the observed results
 The alternative hypothesis (Ha) typically corresponds to the research conjecture (e.g., the imposed
treatments explain variation in the response variable)
For this study, we can state the null hypothesis a couple of different ways. For example:
H0: there is no underlying association between scent condition and favorability ratings
Ha: there is an underlying association (our research conjecture)
If we assume that the only impact of imposing the scent condition is to shift up/down students’ ratings,
these hypotheses are equivalent to:
Ho: the underlying treatment means are equal (µno scent - µscent = 0 where µscent refers to the
underlying treatment mean for someone in the scent condition and µno scent refers to the
underlying treatment mean for someone in the no scent condition)
Ha: the underlying treatment means are not equal (µno scent - µscent ≠ 0)
Note: We have specified a two-sided alternative here, saying “there is a difference,” rather than a onesided alternative which would predict which treatment mean was larger. Also note that the null
hypothesis says our “single mean” model is adequate, whereas the alternative hypothesis includes our
“separate means” model.
We never get to observe the “true” difference in treatment means, we only get to estimate it from the
sample data, such as the observed difference in group means. In this study, we found a difference of 1.30,
but what if the underlying treatment means were actually equal (no genuine association between scent
condition and favorability ratings) and the random assignment had turned out differently, might we still
see a value as large as 1.30? In other words, is 1.30 a typical outcome for the difference in the group
means if the treatment means were actually the same?
You may recall from your first course that a parameter summarizes the population or process, but a
statistic is what we calculate from the observed sample data.
For example, here we could consider 1.30 (the difference in group means) or 0.65 (absolute value of
effect) or 0.264 (R2) as a statistic. The null hypothesis was about the “underlying treatment means” (µno
scent - µscent) which we could consider the parameter of interest.
To see what could happen if the null hypothesis was true, we will assume that each student in the study
would have given the same favorability rating of the store no matter which treatment they had been
assigned to (the underlying difference in treatment means is zero). Then randomly mix or “shuffle” the
students into two groups of 24 and find the new difference in group means – see what types of values of
the statistic we might see if the random assignment worked out differently. In such a “could have been”
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situation, when we compare the two “simulated” group means, we know that the difference between the
groups is simply due to random chance in the random assignment.
Definition: A randomization test assumes the null hypothesis to be true and examines all possible rerandom assignments of the observed responses among the groups, recalculating the statistic each time.
Instead of finding all possible arrangements, we can repeat the process a large number of times to
approximate the null distribution of the statistic.
Using the Multiple Groups applet, we can randomly shuffle the observed favorability ratings,
reassigning them to two groups of 24, and calculate a new difference in means each time. Figure 1.3.1
shows the null distribution for 1,000 such differences in group means. Keep in mind that these simulated
statistics are generated assuming there is nothing special about being in the scented group or the no scent
group with regard to how one would rate the store (the pleasant scent doesn’t impact ratings, on average).
In this null distribution, any variation in the group means is due entirely to the re-randomization process.
Figure 1.3.1: Null distribution of 1,000 differences in means for Scents and Consumer Behavior study

Think about it: What do you learn from the graph Figure 1.3.1?
This distribution is fairly symmetric, bell shaped and centered near zero. This makes sense because in the
long run, which group the response value is assigned does not change the response value, so we expect
group effects of about 0, and differences in means close to 0, and the random shuffling is equally likely to
give us a difference in means above 0 as below 0. But the main thing we learn from this distribution is
how large the difference in means values can be when we know the null hypothesis is true. A difference
of 1.30, as the researchers found in their study, appears rather unlikely to happen by chance or an unlucky
random assignment alone, because 1.30 is far in the tail of the null distribution. One way to quantify how
unusual such a value is, is to determine how many simulated values were just as extreme, or even more
extreme (even stronger evidence against the null hypothesis) than what the researchers observed. Figure
1.3.2 shows the null distribution counting the number of shuffles with difference in means > 1.30.
Figure 1.3.2: Null distribution for 1,000 differences in means, counting how many are 1.30 or larger
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None of the 1,000 shuffles returned a difference in means value at least as large as 1.30.
Key Idea: The p-value for a randomized experiment is how often random assignment alone (assuming
the null hypothesis is true) could have produced a statistic at least as extreme as the statistic found in
the actual study. A small p-value (e.g., below 0.05) constitutes strong evidence against the null
hypothesis of “random chance alone,” with even smaller values (e.g., below 0.01 or 0.001) providing
even stronger and stronger evidence against the null hypothesis. When the p-value is small, we say that
the observed difference is statistically significant, meaning the observed statistic is unlikely to have
happened by random chance alone.
Recall that we specified a two-sided alternative. A corresponding two-sided p-value would look for
results at least as extreme as 1.30 or -1.30, just as far from zero (what we expect under the null
hypothesis) in the other direction (Figure 1.3.3).
For this simulation, we still don’t find any values as extreme as the observed statistic. It’s possible that if
we had done many, many more re-randomizations, we might occasionally see a re-random assignment
with a difference in means of 1.30 or larger or -1.30 or smaller. But, since we didn’t find such values in
these 1,000 repetitions, we estimate this happens less than 1 in 1,000 shuffles. So, our estimated (twosided) p-value is < 0.001. Because this value is so small (e.g., smaller than a cut-off like 0.05), we
conclude that we have strong evidence that the observed difference in means did not arise through the
random assignment process alone.

Figure 1.3.3: Null distribution for 1,000 differences in means, estimating a two-sided p-value
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We will call this the 3S Strategy for measuring strength of evidence:
1. Statistic: Compute a statistic from the observed sample data which measures the comparison of
interest (e.g., difference in group means).
2. Simulate: Identify a “by-chance-alone” explanation for the data (the null hypothesis). Then use a
computer to repeatedly simulate values of the statistic, mirroring the randomness of the study
design, that could have happened if the chance explanation is true.
3. Strength of evidence: If the observed statistic is unlikely to have occurred when the chance
explanation is true, then we say we have “strong evidence” against the reasonableness of chance
alone as an explanation for the study results.
Note that the values we consider “at least as extreme” as the observed statistic in determining the p-value
will depend on the direction of the alternative hypothesis and whether it is one-sided or two-sided.

Other Choices of Statistics
The randomization test we just conducted can easily be carried out with other statistics as well. For
example, we could look at the R2 value. But, recall that R2 values can be difficult to evaluate and assess on
their own. However, there are some statistics (standardized statistics) that are helpful in judging
statistical significance, even before looking at the p-value.
A very handy result about using the difference in means as the statistic is we can predict the shuffle-toshuffle variation in this statistic in advance, without carrying out the simulations.
Definition: We can predict shuffle-to-shuffle variation in the difference in means
(

without doing the shuffling. In particular, SE(

)≈

This SE formula predicts a standard deviation of 1.10  2/24 ≈ 0.32, in the ballpark of our simulation
results in Figure 1.3.3. (See HW Exercise about why it’s not even closer in this case.) Notice this standard
deviation predicts the shuffle to shuffle variation in the difference in group means. In comparison, SE of
residuals estimates the person to person variation in ratings after adjusting for the treatment group. We
can use this result to standardize the observed difference in means.
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Definition: A standardized statistic considers the random variation in the statistic arising from the
randomness in the data collection process, which will depend on the natural variation in the data and
the sample sizes.
Standardized statistic = statistic / variation in statistic
When you are willing to assume the population standard deviations of the two groups are the same, the
pooled t-statistic, assuming no difference in the underlying treatment means, is
0
1

1

Another formula you may have seen in your previous statistics course is the “unpooled t-statistic”:
0

This formula is preferred when you don’t want to assume the population standard deviations are equal,
but the pooled version generalizes more easily to comparing several groups as we will see in the next
section. The point is, when standardizing, we are dividing not just by the unexplained variation in the data
but also taking the sample sizes into account.
Think about it: What would we change in the 3S strategy to assess the statistical significance of the
pooled t-statistic? Predict how the new null distribution will behave.
To assess the statistical significance of the pooled t-statistic, all we need to change is calculating the tstatistic after each shuffle (rather than the difference in group means). Figure 1.3.4 shows the null
distribution for 1,000 shuffled pooled t-statistics.
Figure 1.3.4: Null distribution for 1,000 pooled t-statistics

This distribution looks similar to the distribution of the difference in group means statistic; it is also
centered at zero, but the variability is quite different. To estimate the strength of evidence against the null
hypothesis, we first need to calculate the observed t-statistic for the study data.
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.

4.03.

.

Reviewing Figure 1.3.4, we see that this value of 4.03 is once again in the far right tail of the null
distribution, again estimating a p-value < 0.001.
Think about it: What additional information/value does the standardized statistic provide?
One advantage of a standardized statistic is that it reflects the sample sizes in the study. It also, like R2,
gives you a “unitless” measure that can be compared across studies. For example, a t-statistic larger than
2 is generally going to give you a p-value below 0.05; and a t-statistic larger than 3 generally gives a pvalue less than 0.001. Another advantage is that when certain validity conditions are met, the null
distribution can be approximated by a mathematical model – meaning that you don’t have to do a
simulation (e.g., lots of shuffles) to approximate the null distribution – you can use mathematics to predict
what would happen if you were to shuffle.
Validity Conditions: For the pooled t-statistic, when comparing two population means, if
(1) the samples are independent of each other,
(2) the sample standard deviations are roughly equal (e.g., the larger SD is not more than twice the size
of the smaller), and
(3) the sample distributions are roughly symmetric or both sample sizes are at least 20 without strong
skewness or outliers in the distributions,
then we can approximate the null distribution of the t-statistic with a t-distribution with (total sample
size – 2) degrees of freedom. (This probability distribution was “discovered” by W. S. Gosset and
published under the name “Student” in 1908.)
To check these conditions for a particular data set, we need to
(1) consider the data collection method: This study used random assignment so we consider this condition
met,
(2) examine the two sample standard deviations: 0.947 and 1.239, which seem similar (we can consider
this condition met if the ratio of larger to smaller is less than 2),
(3) examine graphs of the sample data: Figure 1.1.2 showed distributions that were discrete (had spaces
between the possible values) but relatively symmetric with no extreme outliers, so we will consider this
condition met. Looking at these graphs is equivalent to examining a graph of the residuals and seeing that
the overall shape of the distribution of the residuals is approximately normal (See Figure 1.1.3).
So it makes sense to use the t-distribution with 48 – 2 = 46 degrees of freedom as a mathematical
approximation to the null distribution of the t-statistics for this study. It’s no coincidence that this degrees
of freedom value matches the degree of freedom for the SSError calculation. In this case, the degrees of
freedom tells you which t distribution to use, because there is actually a family of t-distributions,
characterized by their degrees of freedom.
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Figure 1.3.5: Example t-distributions with 4 and 9 degrees of freedom

Once we have an appropriate mathematical approximation for the null distribution, the p-value is
approximated as the area under the t-distribution for the t-values at least as extreme as the observed tstatistic. We will often refer to such a p-value as a theory-based p-value to distinguish it from the
simulated p-value based on the simulation of the null distribution.
Figure 1.3.6: Theoretical t-distribution overlaid on shuffled t-statistics, shading the area representing the
theory-based p-value

The theory-based (two-sided) p-value is 0.0002, similar to our simulation results. In this case, we would
interpret this p-value as how often we would get a t-statistic at least as extreme as 4.06 if there really was
no underlying treatment effect from the scent (µno scent - µscent = 0). All that has changed in our
interpretation is the choice of statistic, which should be noted, but does not often change the magnitude of
the p-value by a large amount. The simulated null distribution may vary in shape and/or spread, but the
process for finding the p-value is always the same, whether using simulation or the mathematical
distribution. However, a standardized statistic will also incorporate information about the sample sizes
involved. For instance, an R2 value of 26.4% would be considered more impressive with large sample
sizes and less impressive with small sample sizes. Statistical significance considers the amount of natural
variation in the response, the sample sizes involved in the study, and the randomness imposed by the
study design. Remember that with very large sample sizes, almost any result may be considered
“statistically significant,” but you should also consider the “practical significance” of your result as well.

Estimating the Size of the Difference
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Another advantage of the theory-based approach is that we can also calculate confidence intervals.
You may recall: A confidence interval estimates the parameter with an indication of the accuracy of
that estimate (margin of error) and the reliability of our method (confidence level). Confidence
intervals typically have the form: statistic + (multiplier)(standard error of statistic).
In this study, the parameter we are trying to estimate is the underlying difference in the treatment means
(µno scent - µscent).The statistic is the observed difference in group means
. Confidence intervals typically have the form: statistic + (multiplier)(standard error of
(
statistic). Earlier, we saw that we could estimate the standard error of the statistic (SE(
)≈
). The multiplier will depend on the level of confidence (e.g.,
roughly 2 for 95% confidence). As we saw above, when the validity conditions are met, we can find the
multiplier t* based on the theoretical t distribution.
Definition: A (pooled) two-sample t-confidence interval for the difference in two population or
treatment means, assuming the population standard deviations are equal:
1

∗

1

where the t* critical value comes from the t distribution with n1 + n2 – 2 degrees of freedom. For a 95%
confidence interval, this multiplier will be close to 2.
Think about it: How would you calculate and interpret a 95% confidence interval for the scent study?
If we use df = 46 and 95% confidence, technology gives us a t* value of 2.013. So the 95% confidence
interval is 1.29 + 2.103(0.32) ≈ (0.617, 1.963). We are 95% confident that using the scent will increase
the average consumer favorability rating between 0.617 and 1.963 points, among a population similar to
that of the business majors who participated in the study.
Keep in mind that this interval is about the difference in the underlying treatment means. Also notice how
we are able to use “action terms” here (e.g., “will increase”) because of the random assignment in the
study design. So our study conclusions could read something like the following.
STEP 5: Formulate conclusions.
We have significant evidence (t-statistic p-value with 46 df ≈ .002) that there is an underlying effect from
exposing college business majors to scents while evaluating a store. Among a population similar to that of
the business majors who participated in the study, those given a scent will increase the average consumer
favorability rating between 0.617 and 1.963 points compared to those not given a scent. The scent model
explained 26.3% of the variation in consumer ratings, probably meaningful enough for a store manager to
care, as this corresponds to about a 1 point increase on a seven-point scale.
STEP 6: Look back and ahead.
Some further investigations could include a wider range of scents (in this study they only used
“inoffensive” scents). Perhaps a pet store or a store near a paper mill might worry about negative impacts
on their customers’ shopping behaviors. Perhaps this “avoidance” response would be even larger than the
effects found in this study. The researchers also noted that the generalizability of the study was limited
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because it was conducted in a simulated store, and so a follow-up study could also examine a wider
variety of store types.

Exploration 1.3: Starry Navigation (cont.)
Recall the Starry Navigation study from Exploration 1.2 (DungBeetles). We found that the type of cap
used (whether they could see the night sky or not, 9 beetles in each group) explained 84.3% of the
variation in times for a beetle to roll the ball to the edge, and the difference in times of 83.77 seconds was
large compared to the standard error of the residuals (19.77 seconds). This seems like a large and
meaningful difference between the two groups, as also shown by the lack of overlap between the two
sample distributions. We seem to have strong evidence that the difference between the two groups is
larger than just natural variation in beetle times. Butis it possible that there really is no treatment effect
from the type of cap, and the random assignment process alone was responsible for the large difference
between the two treatment groups? In other words, what if the cap didn’t make a difference and each
beetle’s time would be exactly the same no matter which cap they had been using; could we have been so
unlucky that the 9 fastest beetles happened to end up in the “no cap” group?
So we have two competing explanations here for the observed difference in the groups:
 There is an effect on dung beetles’ rolling speed when they are not able to see the night sky
 There is no difference between whether or not dung beetles can see the night sky, and the only
reason we saw a difference between the two groups in our study is “random chance.”
You may recall from your first statistics course that the first statement, our research conjecture, is often
set up as the alternative hypothesis and the second statement is often set up as the null hypothesis.
Key Idea: In assessing statistical significance, we typically define null and alternative hypotheses.
 The null hypothesis (H0) is the “by chance alone” explanation for the observed results,
 The alternative hypothesis (Ha) typically corresponds to the research conjecture (e.g., the imposed
treatments explain variation in the response variable).
You also may recall that a parameter summarizes the population or process, but the statistic is what we
calculate from the observed sample data. Suppose we define our parameter to be  black cap –  clear cap
where  clear cap is the mean time to reach the edge for this population of beetles if they can see the sky,
and  black cap is the mean time to reach the edge for this population of beetles if the view of the sky is
blocked.
1. Restate the null hypothesis and the alternative hypothesis in terms of these  values.

Notes: If you are looking for evidence of a difference in the average times, you state a two-sided (not
equal to) alternative hypothesis. If you are looking for evidence that the beetles are faster when they can
see the night sky, you specify a one-sided alternative. Also note that the null hypothesis says our “single
mean” model is adequate, whereas the alternative hypothesis includes our “separate means” model.
2. For the data we provided you for this study, what was the observed value of the statistic
corresponding to this parameter?
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One way to decide between these two competing explanations (hypotheses), is what we call the 3S
Strategy.
3S Strategy for Measuring Strength of Evidence:
1. Statistic: Compute a statistic from the observed sample data which measures the comparison of
interest (e.g., difference in group means).
2. Simulate: Identify a “by-chance-alone” explanation for the data (the null hypothesis). Then use a
computer to repeatedly simulate values of the statistic, mirroring the randomness of the study
design, that could have happened if the chance explanation is true.
3. Strength of evidence: If the observed statistic is unlikely to have occurred when the chance
explanation is true, then we say we have “strong evidence” against the reasonableness of chance
alone as an explanation for the study results.
In other words, we are going to assume the null hypothesis is true and simulate thousands outcomes for
the study that could happen in that case. We will then be able to determine whether our observed result
from the actual study (where we don’t know whether the null hypothesis is true) is consistent with these
simulated outcomes (where we do know the null hypothesis is true). We will do this my mimicking the
randomness that was involved in the study protocol, in this case the random assignment of the beetles to
the type of cap. So will we assume that which cap they are assigned to had no impact on their
performance, they would have had the same time either way. But the statistic, in this case the difference
in the treatment means, could change depending on how the random assignment had turned out.
3. Take enough index cards to represent each beetle. How many index cards do you need?
4. Write each beetle’s time on a different card. This represents the beetle times not changing regardless
of which treatment group they will be assigned.
5. Shuffle the cards and deal them out in two groups, matching the group sizes of the study.
6. Calculate the mean time for each group and calculate the difference in means (clear cap – black cap).
7. Is the re-randomized difference in means larger or smaller than the original difference in means for
these data? Is this what you would expect? Explain why or why not.
8. Does this convince you that it’s impossible for random assignment alone to have created the groups
that we saw?

We need to repeat this process a large number of times to see what values are possible for the rerandomized differences in means.
Open the Comparing Groups applet and paste in the beetle data. Make sure the explanatory and response variables
are ordered to match the button above the data and press Use Data. Check the box to Show Groups. (Because the
as the observed difference.) Check the Show
first category pasted in is “clearcap,” the applet reports
Shuffle Options box. Select the Plot radio button and press Shuffle Responses. The applet mimics what you did
with the card shuffling, randomly re-distributing the observed response values back to one of the two groups, 9 in
each group.

9. What is the shuffled difference in means after this shuffle?

74

Chapter 1

10. If you press Shuffle Responses again, do you get a different value for the shuffled difference in
means?
Now change the Number of Shuffles to some large number, like 1000, and press Shuffle Responses again.

Definition: A randomization test assumes the null hypothesis to be true and examines all possible rerandom assignments of the observed responses among the groups (the null distribution of the statistic),
recalculating the statistic each time. Instead of doing all possible arrangements, we can repeat the
process a large number of times to approximate the null distribution of the statistic.
11. Describe the shape, center, and variability of the null distribution of shuffled differences in means.

12. Did your shuffles ever produce a difference in means as small or smaller than -83.77? Is it possible
we could find a difference in means that negative? Is it very probable?

Remember that this simulation mimics what would happen by random assignment alone if we assume the
treatments have no effect. In other words, if the null hypothesis of no treatment differences is true. We
will reject this null hypothesis if the likelihood of the actual study’s observed statistic is too small to
plausibly occur by chance alone when the null hypothesis is true.
Enter the -83.77 value in the Count Samples box and use the Less Than pull-down menu option to count how
many of your simulated statistics are equal to or smaller than the observed statistic. (If you specified a two-sided
alternative above, then use Beyond in the pull-down menu to compute a two-sided p-value from both tails of the
distribution.)

13. How often does shuffling create a difference in means of -83.77 or smaller?

Key Idea: The p-value for a randomized experiment is how often random assignment alone could have
produced a statistic at least as extreme as the statistic found in the actual study. A small p-value (e.g.,
below 0.05) constitutes strong evidence against the null hypothesis of “random chance alone,” with
even smaller values (e.g., below 0.01 or 0.001) providing even stronger and stronger evidence against
the null hypothesis. When the p-value is small, we say that the observed difference is statistically
significant, meaning the observed value of the statistic is unlikely to have happened by random chance
alone.
Note that the values we consider “at least as extreme” as the observed statistic in determining the p-value
will depend on the direction of the alternative hypothesis and whether that hypothesis is one-sided or twosided.

Other Choices of Statistics

75

Chapter 1

Use the Statistic pull-down to change from the difference in means to the R-squared value.

14. How does the null distribution change (shape, center, variability)?

15. To approximate the p-value for this statistic, we need to use the observed value (as a decimal) in the
Count Samples box. What is the observed value of the R2 statistic for these data? What values do you
consider “more extreme” (even strong evidence against the null hypothesis)? Enter the observed value
in the Count Samples box and use the pull-down menu to specify the “as extreme as” direction (as a
decimal, not a percentage).

16. What is the new p-value? Has it changed much by changing this statistic?

Typically when the R2 value is large, the p-value will be small. But the p-value also considers the sample
sizes involved in the study. If the sample sizes are quite large, then even a modest R2 value could still be
statistically significant. In general, it is good practice to comment on both statistical and practical
significance.
Another possible statistic that you may remember from your first course is a “t-statistic.” The formula
below is called a pooled t-statistic because it assumes the standard deviation of the response outcomes is
the same for both treatments and uses one value to estimate that standard deviation. You maybe have also
seen the “unpooled” version which does not assume the population standard deviations are the same and
so uses a different estimate for the standard error of the statistic (see Example 1.3). The point is we are
now not just dividing by the unexplained variation in the data but are also taking the sample sizes into
account. Including the sample sizes in the denominator, which approximates the shuffle to shuffle
variation in the statistic, is referred to as standardizing the statistic.
0
1

1

17. Calculate the denominator of this statistic for the dung beetle data. How does it compare to the
standard deviation of the null distribution when you use the difference in means as the statistic? (Hint:
It’s not all that close! Why do you think that is?)

18. Calculate the t-statistic for these data.

19. If the sample sizes had been 90 and 90 but the difference in means the same, would the t-statistic be
larger or smaller?
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In the applet, use the Statistic pull-down menu to select the t-statistic.

20. What value is reported for the observed t-statistic? How does it compare to your prediction in the
previous question?

21. Find the corresponding p-value (explain your steps).

One advantage to the t-statistic is it puts our results all on the same scale. We can compare t-statistics
from different studies directly against each other. Typically t-values larger than 2 (or smaller than -2) are
considered extreme. So once we see a t-statistic below -9, we already know we are going to rule out the
random assignment process as a plausible explanation for the differences in mean times between the
treatment groups.
Another advantage to the t-statistic is it is often well-approximated by a probability model, the tdistribution (“discovered” by W. S. Gosset and published under the name “Student” in 1908).
Validity Conditions: For the pooled t-statistic, when comparing two population means, if
(1) the samples are independent of each other,
(2) the sample standard deviations are roughly equal (e.g., the larger SD is not more than twice the size
of the smaller), and
(3) the sample distributions are roughly symmetric or both sample sizes are at least 20 without strong
skewness or outliers in the distributions,
then we can approximate the null distribution of the t-statistic with a t-distribution with (total sample
size – 2) degrees of freedom.
22. Examine the data to see whether this is a case where the t-distribution is likely to be a good
approximation of the null distribution:
a) Did the study protocol involve random assignment to two treatment groups? If so, then we will
consider condition (1) to be met.
b) Is the larger standard deviation less than twice the size of the smaller standard deviation? If so,
then we will consider condition (2) to be met.
c) Does either treatment group show severe skewness or extreme outliers? If not, then we will
consider condition (3) to be met. [Note: An even better graph to examine here is a distribution of
the residuals. If that distribution is approximately normal, we will consider this condition met.]
d) Do you consider all three conditions met for this study?
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In the applet, check the box to Overlay t distribution on the null distribution of t-statistics.

23. Does the t probability distribution appear to predict the simulation results reasonably well (is it a good
approximation of the null distribution)?

24. What degrees of freedom (df) is reported by the applet for this “theory-based” test? Where have you
seen this value before?

Key Idea: There is actually a family of t-distributions, indexed by a “degrees of freedom” value. (See
Figure 1.3.5.) For a pooled t-test, this will equal the degree of freedom for the SSError calculation,
total sample size minus two.
Technical notes: You should find that, visually, the simulation and theory-based t-statistic distributions
show good agreement. This is because the validity conditions are met, even though our prediction of the
standard deviation of the null distribution of difference in means was much too small. This
underestimation of the null distribution standard deviation can happen when the treatment effects are
large, as found in this study. The theory-based t-statistic assumes the data are coming from separate
populations with the same mean, but the within group variation is estimated by “averaging” the within
group variation. This average (after adjusting for the group differences) will be much smaller than when
we pool all the observations together in the randomization test. The t-statistic corrects for this in a
waywhen the numerator is large the denominator will tend to be smallerand things tend to balance
out like a t-distribution would predict.
Another huge advantage to the t-distribution is we can use it to predict how far the statistic is likely to fall
from the parameter we are trying to determine. In other words, we can use the t-distribution to calculate
confidence intervals.

Estimating the Size of the Difference
In this study, the parameter we are trying to estimate is the underlying difference in the treatment means (
 black –  clear). The statistic is the observed difference in group means
(
. A confidence interval will start with this estimate, plus and minus a margin of error, an
indication of the precision of the estimate. Confidence intervals typically have the form: statistic +
(multiplier)(standard error of statistic) where the multiplier comes from a probability distribution. When
the above validity conditions are met, we will use the t distribution to find the multiplier corresponding to
our confidence level, an indication of the reliability of the procedure.
Definition: A two-sample (pooled) t-confidence interval for the difference in two population means,
assuming the population standard deviations are equal is
1

∗

1

where the t* critical value comes from the t distribution with (total sample size – 2) degrees of freedom.
For a 95% confidence interval, the multiplier will be roughly 2.
In the applet, check the 95% CI(s) for difference in means box (on the far left) to find the pooled t-interval.

78

Chapter 1

25. What is the margin of error (i.e., half-width) of this interval? How does it compare to 2(9.19)? (For
95% confidence, the multiplier t* will be roughly 2.)

26. Write a one-sentence interpretation of this interval. (Hint: Pay attention to the order of subtract of the
group means in the applet.)

STEP 5: Formulate conclusions.
27. Write a summary of your conclusions from this study, including discussion of significance,
estimation (from the confidence interval), generalizability, and causation. Does this tell you whether
the view of the stars makes a difference in whether a beetle can keep their ball away from others?

STEP 6: Look back and ahead.
28. Suggest at least one way you would improve this study if you were to carry it, or a follow-up study,
out yourself.

Section 1.3 Summary
Step 4 of the statistical investigation process is to draw inferences beyond the data. Oftentimes this means
stating a null hypothesis (chance explanation) and an alternative hypothesis (typically the research
conjecture). The 3S strategy (obtain a Statistic that summarizes the evidence in the data, Simulate values
of the statistic when the null hypothesis is true, and evaluate the Strength of evidence by comparing the
observed statistic to the simulated values) helps us remember the reasoning behind a test of significance.
Asking whether the observed statistic is unlikely to have occurred when the null hypothesis is true, allows
us to evaluate the strength of evidence against the null hypothesis. The strength of evidence against the
null is typically measured by computing a p-value and seeing how small it is (with p-values less than 0.05
providing strong evidence against the null hypothesis).
In this section, we illustrated two methods for exploring the null distribution of the statistic of interest and
finding a p-value: simulation (randomization test) and probability theory (theory-based approach). The
theory-based approach should predict the simulation results when certain validity conditions are met. But
p-values are only one way to quantify evidence against the null hypothesis. Standardized statistics also do
by dividing the statistic of interest (e.g., a difference in two group means) by an estimate of the chance
variation in the statistic. A standardized statistic for comparing two group means is called the t-statistic.
The distribution of the t-statistic assuming the null hypothesis is true follows a bell-shaped, symmetric
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shape, centered at zero, with values larger than 2 or smaller than -2 unlikely to occur by chance alone
(corresponding to a p-value of <0.05; strong evidence against the null hypothesis).
Standardized statistics and probability theory also give us methods for estimating the size of the
parameter. The two-sample t-interval has a common form: confidence interval, statistic + (multiplier) 
(standard error of the statistic) and provides a range of plausible values for the unknown difference
between two population means or two long-run treatment means. With 95% confidence t-intervals, the
multiplier is approximately 2. Confidence intervals, along with subject matter knowledge provide another
way to assess practical significance. Where statistical significance helps us decide whether or not we are
convinced there is a difference, and confidence intervals estimate the magnitude of that difference.
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Section 1.4: Comparing Several Groups
Section 1.4 Learning Goals:
 Compare more than two treatments using randomization tests
 Calculate an F-statistic and use the F distribution to find theory-based p-values
 Complete an Analysis of Variance table
 Assess the validity of an F-test

Introduction
In the previous sections, we have evaluated statistical models where the explanatory variable had two
groups. But in many cases, there may be many levels (groups) created by the explanatory variable. In
these cases, the overarching research question and the Sources of Variation diagram will look
similarDoes the (multi-group) explanatory variable explain variation in the response variable? How
much variation in the response variable is explained by the explanatory variable? The reasoning behind
our statistical model and how we evaluate statistical significance is the same, with slight changes in the
formulas. In this section, we will see how to evaluate statistical significance and how to frame a statistical
model with a multiple group explanatory variable using both randomization tests and a theory-based
approach.

Terms you may have seen in your previous statistics course include:




Boxplot (Box & Whisker plot): A graphical display of the five number summary (minimum, lower
quartile, median, upper quartile, maximum) for a quantitative variable. A modified boxplot uses the
1.5IQR rule to identify outliers and then extends the whiskers to the most extreme non-outlier in each
direction.
Type I Error: The probability of rejecting the null hypothesis when the null hypothesis is true

Example 1.4: Fish consumption and Omega-3
Omega-3 fatty acids are essential to the function of the human body with evidence suggesting that they
help lower the risk of heart disease and other blood disorders through their role in suppressing
inflammation and increasing blood flow. Harris et al. (2017) recommend 8–12% omega-3 fatty acid tissue
levels in the blood. Omega-3 fatty acids are one of the only types of fats the body cannot make on its own
and so we must get them from food. Some fish (e.g., salmon and tuna) contain high levels of omega-3s.
Although a blood test can determine the level of omega-3 in the bloodstream, it would save time and
money if simply knowing about a person’s diet could help predict the omega-3 blood levels. In a recent
study (Jackson et al., 2018, “Achieving a desirable Omega-3 Index with fish and supplements,” submitted
to Journal of the Academy of Nutrition and Dietetics), researchers conducted a small study to see how
well simple questions about a person’s diet could help predict a person’s omega-3 blood levels,
potentially saving time and money by not needing to get omega-3 fatty acid levels measured via a blood
test.
STEP 1: Ask a research question.
Is there an association between the amount of fish consumption and omega-3 fatty acids levels in the
blood?
STEP 2: Design a study and collect data.
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Thirty generally healthy adults from the United States, who were not taking any omega-3 supplements
prior to the study, volunteered to participate in the study. Individuals were selected to participate so that
there were six participants in each of five different self-reported fish consumption groups. Fish
consumption was measured with a single question “How often do you eat—as a main course—tuna or
other non-fried fish? a) 1 or fewer times per month, b) 2-3 times per month, c) 1 time per week, d) 2 times
per week, or e) more than 2 times per week.” A serving of fish was defined as 3 ounces. All thirty
individuals also had their omega-3 fatty acids measured (as the percentage of all red blood cell fatty acids
that are “good fats”) directly via a blood test. Two participants were unable to complete the study with
high quality data.
Think about it: What are the two main variables of interest? Which is the explanatory variable and
which is the response variable? Classify each variable as quantitative or categorical. What are the
treatments?
The explanatory variable in this study is self-reported fish consumption. This variable is categorical and
has five levels. The treatments are the levels of fish consumption: 1 or fewer times per month, 2-3 times
per month, 1 time per week, 2 times per week, and more than 2 times per week. The response variable is
the percentage of omega-3 fatty acid among all fatty acid in the blood. This variable is quantitative.
Think about it: Was this a randomized experiment or an observational study?
Because the participants were not randomly assigned to the treatments, but instead were grouped
according to their self-reported fish consumption, this was an observational study.
STEP 3: Explore the data.
As we have done in the previous examples and explorations, let’s start with an analysis of the overall
sample. Figure 1.4.1 shows a dotplot of the omega-3 values for 28 participants who completed the study.
Figure 1.4.1: Distribution of omega-3 percentages for 28 study participants

mean 4.87%, SD = 1.35%
We note from Figure 1.4.1 that there is one participant with an unusually large value. We might question
the validity of this observation, though it is not obvious how to proceed, especially without access to the
original study results to evaluate any unusual circumstances. For this example, we are going to remove
the observation, though in a homework exercise you can explore whether this impacts the conclusions of
the study. Figure 1.4.2 shows the dotplot and summary statistics of omega-3 levels for the remaining 27
study participants.
Think about it: What do you notice about the distribution of omega-3 values? What is the general
shape of the distribution? What is the mean omega-3 value? How much variation is there is in omega-3
values?
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Figure 1.4.2: Distribution of omega-3 for 27 study participants (Mean = 4.71%, SD = 1.05%)

The distribution of omega-3 values is generally symmetric. The overall mean is 4.7% with a standard
deviation of 1.05%. From the formula in Section 1.2, the SSTotal for the omega-3 values is 28.76%2,
which makes the standard error (SE) of the residuals =

.

1.05%. The “single mean” or “null”

model for predicted omega-3 is
3

4.7%,

1.05%

Think about it: In addition to the explanatory variable of interest, what are some other potential
sources of variation in the omega-3 values?
Figure 1.4.3 shows a filled-in Sources of Variation diagram for the Fish Consumption and Omega-3
study. The source of explained variation in this study is self-reported fish consumption. There are many
other possible sources of variation in omega-3 levels, some of which we may know about and some we
may not. Examples of some of these include characteristics of the study participants that may impact the
amount of omega-3 in their blood such as overall general health, environmental factors, genetics, and
other dietary sources of omega-3 (not including supplements), as well as the accuracy and consistency of
the blood test used to measure omega-3 for the 27 participants. The observed variation is unlikely to be
due to country or omega-3 supplementation as the researchers made these the inclusion criteria and/or
part of the study protocol, keeping them the same for all participants.
Figure 1.4.3: Possible Sources of Variation diagram for the Fish Consumption/Omega-3 study
Observed Variation in:
Omega-3 (percentage)

Sources of explained
variation
 Self-reported fish
consumption (5 levels)

Inclusion criteria
 Country (U.S.)
 Omega-3 supplements (No)

Sources of unexplained
variation
 Accuracy of blood test
 Other dietary sources (flax
seeds, green leafy vegetables,
etc.)
 Genetics
 Environmental factors
 Overall general health
 Age
 Unknown factors

Statistical Models with Multiple Groups
Now that we have conjectured where the variation in omega-3 may be coming from, let’s investigate the
variation explained by fish consumption. Recall there are five levels of fish consumption, making this
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study different from the previous examples in which the explanatory variable had only two groups. Figure
1.4.4 shows the omega-3 values separated into the five treatment groups, along with sample sizes, means,
and standard deviations of each group. Note the table of means orders the group by increasing levels of
fish consumption.
Think about it: What is the statistical model for this data set using the explanatory variable?
Figure 1.4.4: Dotplots and summary statistics of omega-3 for all 27 study participants separated
according to self-reported level of fish consumption

Self-reported fish
consumption
A: < 1 times/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week
Residuals

n
6
6
5
5
5
27

Mean
(%)
3.77
4.08
5.10
5.65
5.28
0

SD
(%)
0.83
0.52
0.87
0.45
1.18
0.80

The “fish-level” model using the five self-reported fish consumption group means is:

3 %

3.77
1
4.08
2 3
5.10
1
5.65
2
5.28
2

,

SE of fish-level model residuals = 0.80%.
Think about it: Does fish consumption explain some of the variation in omega-3 levels? Explain.
Does fish consumption explain all of the variation in omega-3? How are you deciding?
We see that, on average, groups that report consuming fish more often have higher omega-3 than those
who report consuming fish less frequently. Because the group means differ and the standard error of the
model residuals, 0.80%, is smaller than the single mean model standard deviation of 1.05%, fish
consumption does explain some variation in omega-3. Fish consumption does not, however, explain all of
the variation in omega-3 however, as the standard deviations of the treatment groups are not all 0.
Another way to say this, is that knowing how much fish someone eats does not tell you exactly what their
blood omega-3 level is.
Knowing that the standard error of the residuals is 0.80%, we can find the SSError for the fish-level
model using the formula you saw in Section 1.2. The degrees of freedom for this sum will be 22, because
the sample sizes in each group are 6, 6, 5, 5, and 5, so that once we use the mean for each treatment group
in our model, we have we have (6-1), (6-1), (5-1), (5-1) and (5-1) independent pieces of information
within each group, or 27 – 5 = 22. So SSError = (0.80 √22)2 ≈ 14%2 (14.22 with less rounding).
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Think about it: How much variation observed in omega-3 fatty acid is explained by self-reported fish
consumption? In other words, given the SSTotal and SSError, what is the SSModel?
Because SSTotal = SSModel + SSError, the SSModel for the omega-3 values is SSTotal minus SSEerror,
28.76 14.22
14.54%
Of course, you could also calculate the SSModel using the five group means and the overall mean as in
Section 1.2, but it’s much faster to use the relationship SSTotal = SSModel + SSError when we already
know the values of SSTotal and SSError.
Figure 1.4.5: Partitioning of total variability into variability attributable to Model (self-reported fish
consumption) and to Error

We typically keep track of the sums of squares and degrees of freedom for both the explained and
unexplained sources of variation in an analysis of variance table, or ANOVA table, shown in Table 1.4.1.
Table 1.4.1: Partial Analysis of Variance (ANOVA) table
Source of Variation
Model
Error
Total

Degrees of Freedom
4
22
27

Sums of Squares
14.54
14.22
28.76

See the Calculation Details at the end of this section to see how we will complete this ANOVA table.

Practical Significance?
Think about it: What is the R2 for the fish-level model, and how would you interpret it?
The R2 for the fish-level model is 14.55/28.76 = 0.506, so the self-reported fish consumption groups
explain about 51% of the variation in the observed omega-3 values.
Think about it: Are any of the group means farther apart than one standard error of the residuals?
What would that imply?
With a standard error of residuals of 0.8%, the means for the self-reported weekly fish eaters, 5.10%,
5.65%, and 5.28% are all at least one residual standard error larger than the means for those who eat fish
only monthly, 3.77% and 4.08%. The mean for those eating fish twice per week, 5.65%, is two standard
errors above the mean for those who report eating fish less than one time per month, 3.77%. Based on
these reasonably large differences in the means (more than one residual standard error), and the large R2,
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the variation explained by the self-reported fish consumption groups appears practically significant.
However, notice that none of these means are in the recommended 8–12% range.
STEP 4: Draw inferences beyond the data.
Think about it: To assess statistical significance, what will be our null and alternative hypotheses?
To assess statistical significance, we evaluate two competing explanations for the study results: the null
and alternative hypotheses. Recall that the null hypothesis, or the “by chance alone” hypothesis for this
study states there is not a true association between omega-3 and self-reported fish consumption (we are ok
using just the overall mean for our predictionssingle mean model). The alternative hypothesis states
that there is a true association between omega-3 and self-reported fish consumption (we should use a
model that takes into account the level of fish consumption).
Ho: No true association between omega-3 and self-reported fish consumption
Ha: There is a true association between omega-3 and self-reported fish consumption
We can also state these hypotheses in terms of population means. Let  A represent the mean omega-3
level in the population of U.S. adults in fish consumption group A: 1 or fewer times per month and
similarly for groups B – E. Then
Ho:  A =  B =  C =  D =  E (the single mean model is sufficient)
Ha: at least one  differs from the others

Applying the 3S Strategy
1. Choice of Statistic
Rather than carrying out 10 different pairwise comparisons, we still want only one p-value (to control the
probability of a Type I Error). Recall the 3S process you learned in Section 1.3. The first step in this
process is to identify a statistic which can be used to summarize the observed association between omega3 and self-reported fish consumption. But, we can’t simply use a difference in groups means now that we
have five means to compare simultaneously. Instead, we want one number that measures the variation
explained by these different treatment groups. The R2 statistic is one such statistic, though others are
possible. Recall that in this case the R2 value is 0.506
2. Simulate the null distribution
Think about it: How would you design a simulation to obtain the null distribution for assessing the
significance of an R2 value of 0.506? How will you assess which R2 values are “more extreme”?
Because this is an observational study, to determine our null distribution, what we actually need is the
possible values of R2 if we randomly select 27 new people for our study from a population where there is
no association between omega-3 and self-reported fish consumption. However, as we did for the
randomized experiments of Section 1.3 using the Comparing Groups applet, we can instead randomly
shuffle the observed omega-3 values to the five groups, making sure the sample size within each group
stays the same as in the original study. For each re-randomized dataset, we can then record the new R2
value. Figure 1.4.6 shows the null distribution of R2 values for 1,000 such re-randomizations. The
variability in the R2 statistics is the shuffle-to-shuffle variation, which typically matches the variation we
would expect to see from randomly selecting new people in the study. Keep in mind that when we shuffle
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the original omega-3 values into different self-reported fish consumption groups we are assuming that the
omega-3 values would be the same regardless of which self-reported fish consumption group they are in.
Figure 1.4.6: Null distribution of R2 values from 1,000 shuffles of omega-3 values assuming no
association between omega-3 and fish consumption, with the p-value shaded in red

Think about it: What do you learn from Figure 1.4.6?
3. Strength of Evidence
The main takeaway from this graph is that the types of R2 values we can expect when the null hypothesis
is true are generally between 0 and 0.40 for the observed omega-3 values and sample sizes in this study.
An R2 of 0.506, as the researchers actually observed, appears rather unlikely to happen by chance alone,
as this value is far to the right in the null distribution. Larger (positive) R2 values are more evidence
against the null, so we compute a “one-tail” (right-tail) p-value. As can be seen in Figure 1.4.6(b), the
estimated p-value is 5/1000 = 0.005 < 0.05, indicating we have strong evidence against the null
hypothesis. The observed R2 is statistically significant, giving us strong evidence of a genuine association
between omega-3 and self-reported fish consumption in the population.

Other Choices of Statistics
The randomization test we just conducted can easily be carried out with other statistics. As you saw in
Section 1.3, a standardized statistic like the t-statistic has at least two benefits over the R2 statistic: (1) the
t-statistic conveys information about statistical significance even before converting to the p-value, and (2)
the randomization distribution for a t-statistic can be approximated by a theoretical probability
distribution.
Think about it: Could we use the t-statistic to test for an association between omega-3 and fish
consumption? Explain why or why not.
We cannot use the t-statistic because we have more than two groups in this study. It is possible, however,
to standardize our R2 statistic. Recall that standardizing a statistic considers the random variation in the
statistic (which depends on sample size) along with the unexplained variation in the response.

87

Chapter 1

To standardize R2 we divide by a measure of the amount of unexplained variation, 1 – R2, and then adjust
by both the number of groups and the sizes of the groups. This standardized version of R2 is called the Fstatistic named after R. A. Fisher, who is considered by many as the father of modern statistics. With a
little bit of algebra, the F-statistic can be simplified to a “numerator” of SSModel/df for Model and a
“denominator” of SSError/df for Error (HW exercise). Note that the sums of squares, and the df for
Model and df for Error can all be read off the ANOVA table you saw in Table 1.4.1.
Definition: The F-statistic is
#
1

#

1

Interpretation
Notice that the ratio / 1
can be interpreted as a ratio of the amount of variation in the response
variable that is explained by the explanatory variable of interest to the amount of unexplained variation.
When comparing groups, we can also think of this in terms of the ratio of the between group variation to
the within group variation (See the Calculation Details at the end of this section). Taking the degrees of
freedom into account standardizes this statistic so that, like the t-statistic in Section 1.3, it can be
interpreted as the ratio of explained variation to unexplained variation. The denominator reflects the
variation in the statistic, not just in the response variable, and gives us some insight into the statistical
significance of the statistic. In fact, if you are only comparing two groups (the df for Model equals one),
taking the square root of the F statistic yields the pooled t-statistic (with df equal to the degrees of
freedom for error). Analogous to t-statistics which are considered extreme when they are greater than 2 or
less than -2, F-statistic values larger than about 4, are generally considered ‘extreme’ (at the 5% level of
significance).
Let’s return to the self-reported fish consumption data. We know the R2 statistic is 0.506. What is the F.
statistic? We have a total of 27 data values in 5 groups, so the F-statistic is
5.61. After
.
standardizing (adjusting for the sample size and number of groups), the variation explained by the
separate means model, or the five self-reported fish consumption groups, is about 5.6 times larger than the
unexplained or within group, variation.
Think about it: How would you change the simulation done previously for R2, to obtain a null
distribution of F-statistics?
We can once again shuffle up the observed omega-3 values to the five self-reported fish consumption
groups, again keeping the sample size of each group the same as in the original study. For each random
re-shuffling, we compute and record the F-statistic instead of R2. Figure 1.4.9(a) shows the resulting null
distribution of F-statistics for 1,000 shuffles of these data.
Figure 1.4.9: Null distribution of F-statistics for 1,000 shuffles of the omega-3 values assuming no
association between omega-3 and fish consumption, and the p-value shaded in red
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Think about it: What do you learn from Figure 1.4.9?
When the null hypothesis is true, the F-statistics tend to be between 0 and 4. In this study, because our
observed F-statistic of 5.6 is larger than 4, we have evidence of statistical significance. This is confirmed
in Figure 1.4.9. The observed F-statistic is in the far right tail of the null distribution; very few (only 5 out
of 1,000) of the random re-shuffles gave an F-statistic as extreme or more extreme (larger) than 5.6, when
there was not an association between omega-3 and fish consumption (just through the random shuffling).
Because an F of 5.6 is so unlikely to have occurred when the null hypothesis is true, we have convincing
evidence that at least one of the population means differs from the others. In other words, we have
statistically significance evidence of an association between omega-3 and self-reported fish consumption
in the population.
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The F-distribution
As with most standardized statistics, when certain validity conditions are met, the null distribution can be
approximated with a probability distribution, from which a theory-based p-value can then be determined.
Like the many different possible t-distributions, there are many different F-distributions depending on the
number of groups and the number of observations within each group. The F-distribution that we use for a
given study is identified by both the degrees of freedom for the Model and the degrees of freedom for the
Error. Three different F-distributions are shown in Figure 1.4.10. Notice that increasing the number of
groups (Model df increases) and increasing the sample sizes (Error df increases) leads to less variation in
the distribution (a shorter right tail).
Figure 1.4.10: Different theoretical F-distributions

In the Fish Consumption and Omega 3 study we use an F-distribution with Model df = 4 and Error df =
22. That F-distribution is shown overlaid on top of the shuffled null distribution of F-statistics in Figure
1.4.11, along with a theory-based p-value.
Figure 1.4.11: Theoretical F-distribution with theory-based p-value

Recall that as long as certain validity conditions are met, the theoretical p-value from the F-distribution
should match the simulated p-value quite well.
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Validity Conditions: To use the F-distribution to find the p-value for the F-statistic requires
(1) the samples are independent of each other,
(2) the standard deviations of the treatment groups are similar (e.g., largest is not more than twice the
size of the smallest), and
(3) the distributions of the treatment groups are approximately symmetric (implying the distribution of
the residuals is approximately normal) or all group sizes are larger than 20 with no extreme skewness
or outliers.
These are the same validity conditions used for the pooled t-test and we will check them in the same
wayusing a histogram of the residuals and the ratio of the largest treatment group standard deviation to
the smallest treatment group standard deviation. Note that if the ratio of the largest to smallest standard
deviations is less than 2, the ratio of every other pair of treatment group standard deviations will also be
less than 2. Figure 1.4.12 shows a histogram and boxplot of the fish-level model residuals and the table of
the treatment group standard deviations.
Figure 1.4.12: Distribution of residuals and self-reported fish consumption group standard deviations
Self-reported Fish
Consumption
A: 1 or fewer times/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week

SD
(% points)
0.83
0.52
0.87
0.45
1.18

There is one outlier among the residuals, but the distribution of residuals is generally bell-shaped and
symmetric, indicating the observed omega-3 values have most likely come from normally distributed
treatment populations. The ratio of the largest standard deviation to the smallest is 1.18/0.45 = 2.6. This
ratio is larger than 2, indicating there are some fairly large differences in the observed treatment group
standard deviations. Because of the evidence of “unequal variances,” we should take care in using the
theoretical p-value from the F-distribution in drawing conclusions for this study. However, it should be
noted that the estimated p-value from the re-randomization and the theoretical p-value both provide very
strong evidence that at least one of the underlying treatment means is different from the others, despite the
moderate violations in the validity conditions.
If the conclusion is “At least one group is different from the other?” an obvious next question is “Which
one or ones are different and how different are they?” We’ll explore that question in the next section. But
before we do, let’s briefly look at Steps 5 and 6 for this study.
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STEP 5: Formulate conclusions.
Based on the small p-value, we have evidence that there is an association between self-reported fish
consumption and omega-3 blood levels.
Think about it: To whom does this conclusion apply? Were there any inclusion criteria used for study
participation?
To help us decide to whom our conclusion applies, we can look back to the inclusion criteria. Because
this study used volunteers from the United States who were not using any type of omega-3 supplements,
our conclusions apply to people with similar characteristics as these.
Think about it: Are there any other limitations in drawing conclusions from this study?
Because this was an observational study and not a designed experiment, we cannot draw any cause-andeffect conclusions (we can’t say from this study alone that eating fish increases omega-3 levels). We
should be aware that characteristics such as genetics, environmental factors, and other dietary sources of
omega-3s could be confounding variables in the relationship between omega-3 and self-reported fish
consumption. For example, perhaps people who eat more fish tend also to eat more nuts and people who
eat more nuts tend to have higher omega-3 levels. In addition, because this study relied on a single
question regarding fish consumption, and relied on participant memory of their diet over the last several
months, the self-reported fish intake may not accurately represent the participant’s true fish consumption
amounts.
STEP 6: Look back and ahead.
One purpose of the previous study was to use self-reported fish consumption to predict an individual’s
omega-3 level.
Think about it: Does the analysis we’ve carried out allow us to predict an individual’s omega-3 level
from their self-reported fish consumption? Explain.
The analysis we carried out here does not allow us to predict individual omega-3 levels. We’ve simply
said that the variables are associated. In the next section we will explore how to make such predictions.
Think about it: If a new study was to be done to investigate whether omega-3 is associated with fish
consumption what changes would you make to the previous study?
With only five or six people in each self-reported fish consumption group, we might ask whether we
would see the same result if we had more people in each group. In other words, will omega-3 levels still
be significantly associated with self-reported fish consumption if we have 20 people per group, or even 50
or 100 people per group?
Another issue is the observational nature of the current study. Would an experiment yield the same
results? By randomly assigning participants to eat certain amounts of fish over a period of time we can
potentially eliminate confounding variables like genetic predisposition, other sources of omega-3 in the
diet, exercise, etc. In addition, by assigning participants to different levels of fish consumption we no
longer have the issue of relying on self-reported fish consumption. However, there will still be the issue
of adherence to the assigned level of fish consumption.
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Exploration 1.4: Golden Squirrels
Bergmann’s rule (named after German
biologist Carl Bergmann) is an ecogeological
rule that states that within a species, specimens
will tend to be larger if they are from cooler
climates or more extreme latitude. Bergmann’s
rule is most often applied to warm-blooded
animals, but there has been some evidence of
the rule in other species as well. A former Cal
Poly Biology grad student (Nora Gerdes)
wanted to investigate whether Bergmann’s
Rule applies to the golden mantled squirrel in
California. She measured the body lengths
(mm) of 18 squirrels from four California
locations.
Location
Avg temperature
Hemet, CA
64.70 F
Big Bear Lake, CA
47.6o F
Susanville, CA
50.250 F
Loop Hill, CA (Yreka)
51.25oF

Latitude
33.7475° N, 116.9720° W (33.7475)
34.2441° N
40.4167° N
41.70° N

STEP 1: Ask a research question.
1. State the research question along the lines of an alternative hypothesis. Also conjecture other possible
sources of variation in squirrel lengths.

STEP 2: Design a study and collect data.
2. Identify the observational units (how many are there), the response variable, and the explanatory
variable. Classify each variable as quantitative or categorical.

3. Was this an experiment or an observational study? How are you deciding?

4. Describe any inclusion criteria used in this study.
5. Complete a possible Sources of Variation diagram for this study.
Observed Variation in:

Sources of explained variation
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Inclusion criteria

STEP 3: Explore the data.
Open the squirrels data file and use the Comparing Groups applet to produce numerical and graphical summaries
of the squirrel lengths.

6. Summarize the distribution of squirrel lengths. What is the overall mean length and standard
deviation of length? (Be sure to include the units of measurement.) What is the SSTotal for these
data?

In the applet, check the box for Show Groups.

7. Does location appear to explain variation in squirrel lengths? How are you deciding? (Include
relevant output to support your statements.)

8. Use the group means to write out a “separate locations” statistical model. Give the prediction
equation and the standard error of the residuals.
Predicted length =
SE residuals for separate locations model =

Practical Significance
Recall that in evaluating practical significance you should consider the context of the research study as
well as a numerical measure of group differences. When we have only two groups, we can compare the
|/
difference in means to the residual SE: |
. If the difference in means is larger than
one residual SE, we tend to think of the difference as practically significant.
When there are more than two groups, we can use R2 to summarize how different the groups are in terms
of how much variation in the response variable we are able to explain.
9. Determine and interpret R2 for these data. (See the pie chart in the applet.)
We can also consider whether any pairs of means are further apart than one residual standard error.
10. Are any pairs of group means farther apart than one residual standard error?
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11. Do you consider these differences in the group means to be practically significant? How are you
deciding? (Hint: Consider your answer to the previous two questions, as well as context here.)

STEP 4: Draw inferences beyond the data. (Statistical Significance)
Practical significance is only part of the story. We also want to consider whether the observed differences
in mean lengths among the four locations are plausibly due to random chance alone or strong evidence of
a true association between location and length.
12. Write out in words the null and alternative hypotheses for our significance test (Hint: You may do so
simply in terms of “association” between the response and explanatory variables or in terms of
population means-being sure to define any symbols that you use.)

Applying the 3S Strategy
1. Choice of Statistic
First, we need one number that summarizes how different the groups are. The difference in means and tstatistic only work when we have just two groups to compare.
13. Suggest a statistic (a formula) that we could use to summarize the differences among these four
groups.

2. Simulation
There are several different statistics we could use, the key is getting some sense overall of how different
the squirrel lengths are among the 4 location groups using only one number. This study was not a
randomized experiment, but we can still shuffle the observed lengths to the four locations many, many
times and determine how often we would randomly get a value for this statistic as or more extreme than
that found in the actual environments. So, after each shuffle, as before, we will need to calculate the value
of this statistic, and build a null distribution for the statistic. As we’ve already computed R2, let’s start
with R2 as our statistic.
In the Comparing Groups applet, check the Show Shuffle Options box. With multiple groups, the applet start with
R2 as the statistic. Select the Plot radio button and press Shuffle Responses to get a sense of the randomness being
modeled. Then change the Number of Shuffles to a large number, like 1,000, to create a null distribution of R2
statistics.
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14. Describe the behavior of the null distribution of the R2 statistic. Is it roughly symmetric? Does this
shape make sense? Explain.

3. Strength of Evidence
Use the applet to estimate the p-value. (Hint: What types of R2 values do you consider “more extreme” than the
observed value from the actual study?) Include a screen capture of your results.

15. Explain how you determined your p-value. Does this p-value provide strong evidence against the null
hypothesis of no association between location and length? Explain.

In the applet, select all of the observations in the Sample data window (but not the column headers) and copy to your
clipboard. Then scroll to the end of the data and paste in 3 copies of the data, so that you have a total of 4 copies of
the data in the Sample data window. Press Use Data. Examine the summary statistics.

16. How have summary statistics (means and standard deviations and sample sizes) changed? How has
the R2 value changed? (Include supporting output to answer these questions.)

17. Now reshuffle 1,000 times. How does the p-value (our strength of evidence against the null
hypothesis) change? Explain why this makes sense.

When we have more data, with the same differences in means and the same variability, we might find the
additional “consistency” in the group differences more convincing, less likely to be due to “random
chance” alone. The simulation reflects this, giving us a smaller p-value, but it would be nice if our
statistic did so as well. The the R2 statistic was the same whether we had 18 total observations or 72 total
observations. Because the R2 doesn’t take sample size into account, we may prefer to look at a
standardized statistic (something analogous to the t-statistic) that reflects both the sample size and the
left-over or unexplained variation.

Other Choices of Statistics
The F-statistic is one such statistic. Named after famous statistician R. A. Fisher, the F-statistic compares
the explained to unexplained variance, adjusting for the sample size and number of groups, using the
degrees of freedom for both the SSError and SSModel. See Example 1.4 for more on the interpretation of
the F-statistic.
Definition: The F-statistic is
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#
1

#

1

In the applet, use the Statistic pull-down menu to obtain the F statistic for the “four copies” data set.

18. Create the null distribution for the F statistic and determine the approximate p-value.

Now delete the extra copies of the data or repaste in the data and examine the F-statistic for the original data set.
#

19. Verify that the value shown in the applet is

#

.

20. How does the F-statistic for the original data compare to the F-statistic for the four copies data set?
As you expected? The p-value?

Theoretical F-distribution
One advantage of the F-statistic is when certain validity conditions are met, it is well-approximated by a
probability distribution, the F distribution (also named after R. A. Fisher).
Validity Conditions: To use the F-distribution to find the p-value for the F-statistic requires
(1) the samples are independent of each other,
(2) the standard deviations of the treatment groups are similar (e.g., the largest is not more than twice
the size of the smallest), and
(3) the distributions of the treatment groups are approximately symmetric (implying the distribution of
the residuals is approximately normal) or all group sizes are larger than 20 with no extreme skewness
or outliers.
Notice these validity conditions are the same conditions we used for the (pooled) t-test.
Consider the original data set with 18 observations.
21. Do you consider condition (1) to be met for this study? Explain.
22. Do you consider condition (2) to be met for this study? Explain.

23. Do you consider condition (3) to be met for this study? (For now, examine the group dotplots and/or
consider the group sizes.) Explain.
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Under the null distribution that you created for the original data, check the box to overlay F distribution on your
simulation results. Include a screen capture of your null distribution.

24. Does the theoretical F-distribution do a good job of approximating the shuffled null distribution even
in the original study with such small sample sizes?

25. Based on your p-value (the simulated and theory-based p-values should be similar), what conclusions
will you draw regarding the null hypothesis?

STEP 5: Formulate conclusions.
26. Based on your analysis so far, summarize the conclusions you would draw from this study. Be sure to
address statistical significance, generalizability, and causation. Also be sure to put your comments
into the context of this research study and your conclusions about Bergmann’s rule.

STEP 6: Look back and ahead.
27. Suggest at least one way you would improve this study if you were to carry it, or a follow-up study,
out yourself.
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More on Analysis of Variance
Review the Calculation Details at the end of the Section.
28. What are the SSModel (or SSlocation) and SSError for this separate locations model? Arrange the
information you have so far in the following table. (Hint: The degrees of freedom for Location will be
the sum of (group size – 1) for each location.)
Source of variation
Location
Error
Total

df

SS

29. In the Comparing Groups applet, check the box for Show ANOVA table. Notice that this table
keeps track of the sources of variation in squirrel lengths, degrees of freedom, sums of squares, and
more.
a) Why are the degrees of freedom for the total 17?
b) Verify that SSModel is the weighted sum of the squared treatment effects.
c) Verify that the “mean square” (MS) values equal the sum of squares values divided by the
corresponding degrees of freedom.
d) Verify that the square root of the MSError is the standard error of the separate means model
residuals.
30. Verify that the F-statistic is the ratio of MStreatment and MSError.

As discussed in the Calculation Details, the F-statistic can also be viewed as a ratio of variances, the
between group variance in the group means, and the within group unexplained variance of the residuals.
For this reason, the table keeping track of the degrees of freedom and sums of squares is often called an
Analysis of Variances or ANOVA table.
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Section 1.4 Calculation Details
Most software packages provide the analysis of variance table, ANOVA table, we discussed earlier. In
addition to the degrees of freedom, and sums of squares, the ANOVA table will also provide a column for
the mean squares (MS), F-statistic and theory-based p-value. Figure 1.4.14 shows the ANOVA table for
the self-reported fish consumption study. Recall that the theory-based p-value will be valid as long as the
validity conditions are met.
Figure 1.4.14: ANOVA table for the fish consumption study

For the treatment and error rows in the table, the mean squares are the sum of squares divided by
corresponding the degrees of freedom. Each mean square is considered an “average squared deviation.”
The mean squared error, MSE, is the average squared deviation of the model residuals from 0. If we take
the square root of the MSE, √
, we get the standard deviation of the model residuals or the standard
error of the residuals. The mean square for the model, MSModel, is the average squared deviation of the
separate means from the overall mean. Taking the square root of the MSModel, √
, gives the
standard deviation of the separate means from the overall mean. The F-statistic can be computed as the
ratio of the MSModel/MSError because the mean squares come from dividing the sums of squares by
their respective degrees of freedom. This shows that the F-statistic is a ratio of variances¸ and when the
variance of the group means is large compared to the within-group variance, we have evidence of an
association, and this is why this process is called an “analysis of variances,” or ANOVA.
Key Idea: The F-statistic is
#
1

#

1
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Section 1.4 Summary
In this section you expanded the comparison of groups to more than two groups. For assessing statistical
significance, you first needed a statistic that summarized how much the groups differed from each other.
One obvious choice is the R2 statistic. You carried out a randomization test to determine whether the R2
value for the study was larger than what you would expect by chance (e.g., random assignment, random
sampling) alone. But the magnitude of R2 can be difficult to assess without a p-value. However, a
standardized statistic often provides more meaning on its own. One way to standardize the R2 statistic is
by considering the number of groups and the sample sizes. This led to a new statistic, the F-statistic,
which can be interpreted as the ratio of the between group variation (e.g., summing up the squared
differences in the group means from the overall mean) and the within group variation (e.g., the group
standard deviations), taking into account the sample size through the degrees of freedom. Dividing the
sum of squares values by the corresponding degrees of freedom gives us mean squares. The F-statistic is
then the ratio of these mean square values. Large values of F (e.g., larger than 4) are strong evidence
against the null hypothesis. When certain validity conditions are met, we can compare this F-statistic to a
theory-based F distribution. We often keep track of these calculations through an ANOVA table. This
ANOVA test and corresponding F-test help us assess whether at least one of the population means differs
from the others more than we would expect by chance alone. However, we need confidence intervals to
help us decide which ones differ and by how much they differ.
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Section 1.5 - Confidence and Prediction intervals
Section 1.5 Learning Goals:
 Post-hoc analysis after significant F test (pairwise differences)
 Confidence intervals on single means
 Prediction intervals on quantitative variables
 Factors that impact widths of confidence and prediction intervals

Introduction
Section 1.4 was about assessing the statistical significance of models in which the explanatory variable
has more than two levels. When the F-statistic is sufficiently large we have evidence against the null
hypothesis, the single mean model. The F-test helps us assess whether or not there is convincing evidence
of an association between the response and the multi-level explanatory variable, but it does not help us
determine the nature and/or direction of that association. In other words, once we conclude an association
exists, we might ask which treatment groups differ in terms of the mean response, and by how much. In
this section, we explore the use of confidence intervals to evaluate and estimate which pairs of treatment
means are different, and by how much they differ. Finally, we introduce confidence intervals for single
means and prediction intervals for individual observations, and illustrate how they differ from confidence
intervals for differences in means.

Terms you may have seen in your previous statistics course include:





Type I error: The decision to reject the null hypothesis when the null hypothesis is true.
Type I error rate or Level of significance: The probability of making a Type I error, that is, rejecting
the null hypothesis when the null hypothesis is true. It is predetermined by the researcher and is often
denoted by the Greek letter α (“alpha”).
Margin of Error: How much we expect the sample statistic to differ from the true parameter based on
sample-to-sample variation (roughly 2 times the standard deviation of the statistic).
Empirical rule: For a symmetric mound-shaped distribution approximately 68% of the values lie
within one standard deviation of the mean; approximately 95% lie within two standard deviations of
the mean; and approximately 99.7% lie within three standard deviations of the mean.

Example 1.5 – Fish consumption and Omega-3 revisited
In Example 1.4, we saw that (after removing one outlier) there was strong evidence of a relationship
between omega-3 blood levels and self-reported fish consumption. The p-value was small (0.0028 from a
theory-based F test, and similar from a randomization test) and the F-statistic(5.6) was larger than 4.
Recall that we looked at two ways to state the null and alternative hypotheses for this study.
Option 1 – Hypotheses stated in terms of association
Ho: There is no underlying association between omega-3 blood levels and self-reported fish
consumption
Ha: There is an underlying association between omega-3 blood levels and self-reported fish
consumption
Option 2 – Hypotheses stated in terms of population means
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Ho:  A =  B =  C =  D =  E (the single mean model is sufficient)
Ha: At least one  differs from the others
where  A is the mean omega-3 blood level in the population of U.S. adults in fish consumption group A
(consumes fish 1 or fewer times per month), and similarly for groups B–E.
Based on the small p-value, we have strong evidence of a true association between omega-3 blood levels
and self-reported fish consumption in the population. Equivalently, we can conclude there is strong
evidence that at least one of the self-reported fish consumption populations has a mean omega-3 blood
level that is different from the others.
Think about it: Is the analysis for this study complete? What else would you like to know?
Simply knowing there is a statistically significant association between omega-3 blood level and selfreported fish consumption is interesting, but doesn’t tell us the whole story. We typically want to know
things like–
 What is the association? In terms of omega-3, does higher self-reported fish consumption lead to
significantly higher (or lower) omega-3 level than lower self-reported fish consumption?
 Which population mean or means is/are different than the others? How much do they differ?
Does the omega-3 percentage differ between every self-reported fish consumption population?
Maybe just one of them? Maybe there is a point where more frequent consumption is equally or
even less beneficial in raising omega-3?
The process of assessing how the means of the treatment groups relate to one another in a follow-up
analysis to a significant F-test is called a post-hoc analysis. (Post-hoc literally means “after this” in
Latin.)
Definition: The process of assessing how the means of the treatment groups relate to one another in a
follow-up analysis to a significant F-test is called a post-hoc analysis
In Section 1.3 we saw that if a study has only two treatment groups, a statistically significant association
in the sample indicates we have evidence the true mean response for the two treatment populations
differs. In that section we also used a (pooled) two-sample t-confidence interval to interpret the direction
of the difference. What do we do when we have more than two treatment groups?
One possible post-hoc analysis is to compare each treatment group to every other treatment group. These
are called pairwise comparisons.
Definition: Pairwise comparisons are used to compare each treatment group to every other treatment
group. Often pairwise comparisons take place as part of a post-hoc analysis.
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All Pairwise Comparisons Confidence Intervals
In the fish consumption study, carrying out all pairwise comparisons means comparing each treatment
group mean to every other treatment group mean. With 5 treatment groups, this requires looking at 10
comparisons. Recall from your first statistics course that traditionally we set the probability of making a
Type I error at 0.05. This is equivalent to saying that the level of significance, α, is 0.05. This means that
if we conduct many, many studies using the same protocol, response variable, and treatment groups, we
can expect to reject a true null hypothesis (make a Type I error) about 5% of the time just by random
chance alone.
What happens when we conduct many, many statistical tests within the same dataset? If we use a 5%
level of significance for each of our 10 comparisons in the self-reported fish consumption study, the
chance of making at least one Type I error increases well above 5% for this set of comparisons. This
experiment-wise Type I error rate increases quickly as the number of comparisons increases.
Definition: The experiment-wise Type I rate is the chance of making at least one Type I error when
conducting numerous tests of statistical significance.
One way to guard against this runaway experiment-wise Type I error rate is to only carry out pairwise
comparisons after we have found a statistically significant F-statistic. (It’s worth mentioning that you will
see lots of other methods for post-hoc comparisons being used in practice. We’re choosing to just show
you one method here to get the general idea of the approach. The approach we’re showing you is arguably
one of the most straightforward but arguably a bit on the “liberal” side, perhaps finding more significant
differences than a more “conservative” procedure that better adjusts for running multiple procedures on
the same data.)
Key Idea: We can protect against an inflated experiment-wise Type I error rate by only conducting
post-hoc analyses using pairwise comparisons after obtaining a statistically significant F-statistic
Table 1.5.1 shows all 10 of the pairwise (pooled) two-sample t-intervals comparing each of the 5 group
means to every other group mean using the Comparing Groups applet.
Table 1.5.1: Pairwise t-confidence intervals for Fish Consumption and Omega-3 study
Self-reported fish
consumption (i)
A: 1 or fewer
times/month

B: 2-3
times/month
C: 1 time/week
D: 2 times/week

Observed Diff
in Means
(
)
3.77 – 4.08 = -0.31
3.77 – 5.10 = -1.33
3.77 – 5.65 = -1.88
3.77 – 5.28 = -1.51
4.08 – 5.10 = -1.02
4.08 – 5.65 = -1.57
4.08 – 5.28 = -1.20
5.10 – 5.65 = -0.55
5.10 – 5.28 = -0.18
5.65 – 5.28 = 0.37

Compared to (j)
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week
C: 1 time/week
D: 2 times/week
E: >2 times/week
D: 2 times/week
E: >2 times/week
E: >2 times/week
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95% CI for the
-1.27, 0.65
-2.34, -0.32
-2.89, -0.87
-2.53, -0.51
-2.03, -0.01
-2.58, -0.56
-2.22, -0.20
-1.60, 0.51
-1.24, 0.87
-0.69, 1.42
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Each interval is of the form difference in means + (multiplier)(SE residuals
1/
1/ ). Where we
have used the standard error of the residuals, 0.804 (which is also the pooled within group standard
deviation), each time. For 95% confidence, the multiplier is roughly 2.
Recall that when a confidence interval includes 0, we do not have enough evidence to conclude there is a
difference in the mean response for the two populations. Thus, the six comparisons highlighted in red in
Table 1.5.1 all indicate a significant difference between the two treatment group means because the
intervals do not include zero. Because each of the intervals is entirely negative, it indicates that on
average, the first group has a lower average omega-3 level, than the comparison group. For example, we
are 95% confident that people in the population who report eating fish 1 or fewer times per month have
average omega-3 levels which are 0.32 to 2.34 percentage points lower than those who report eating fish
1 time per week. In contrast, we are 95% confident that people in the population who report eating fish 1
or fewer times per month have from 1.27 percentage points lower to 0.65 percentage points higher
average omega-3 blood levels than those who report eating fish 2-3 times per month.
The results of these pairwise comparisons can be summarized in a letters “plot” or letters table. Table
1.5.2 shows the letters plot for the 10 self-reported fish consumption pairwise comparisons of average
omega-3 levels. When treatment groups share the same letter, we do not have sufficient evidence of a
statistically significant difference between the means of those groups.
Definition: A letters “plot” or letters table is a table which indicates which groups are and are not
statistically significantly different from each other when conducting pairwise comparisons.
Table 1.5.2: Letters plot for the self-reported fish consumption pairwise comparisons
Population
A: 1 or fewer times/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week

Sample Mean
3.77
4.08
5.10
5.65
5.28

Letters
a
a
b
b
b

This letters plot in Table 1.5.2 is pretty straight forward to interpret (that doesn’t always happen!)it
appears a two means model would be sufficient: one mean which predicts omega-3 for those who eat fish
at most 3 times a month, and one which predicts larger omega 3 for those who eat fish at least 1 time a
week.

Confidence Intervals on Other Parameters
Until now, the confidence intervals we have computed have estimated the difference in population means.
That is, they have been a comparison of the mean for one population to the mean of another. But,
confidence intervals can be placed on any parameter of interest, not just the difference in means. Recall
that a parameter is an unknown value in the population (or long run process) that we are trying to
estimate.
The general form for a confidence interval we’ve been using is:

where the statistic is an estimate of the parameter of interest and the SE of the statistic is the associated
estimate of the standard deviation of the statistic (the sample-to-sample variation in the statistic). The
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multiplier is determined by the desired confidence level. For example, a multiplier of approximately 2 is
used for 95% confidence intervals. The product
is called the margin
of error.
Think about it: Organizations such as the World Health Organization recommend certain levels of
omega-3 for healthy adults. Do the intervals we showed in Table 1.5.1 help us decide whether folks
have enough omega-3 in their blood? Why or why not?
The intervals in Table 1.5.1 tell us about the differences between the population means, but not about the
overall omega-3 levels themselves. A paper by Stark et al. (2016) suggests omega-3 levels above 8% are
optimal, and omega-3 levels less than 4% are undesirable. Can we estimate omega-3 levels, on average,
for the self-reported fish consumption populations based on the data in this study?
To answer this question, we need to find a confidence interval for each population mean (e.g.,
instead
). We will continue to use the pooled estimate of the
of the difference in population means (e.g.,
standard deviation (residual SE) of 0.80f to construct the confidence intervals for each population mean as
we’ve already assumed in the initial F-test that the standard deviations within the groups are the same for
each group.
Definition: A t-interval for a population mean is:
∗

where, is the sample size of the treatment group, and the t* multiplier is again approximately 2 for
95% confidence intervals.
Table 1.5.3 shows the confidence intervals for the population mean for each self-reported fish
consumption group, as well as for omega-3 in general (found by pooling the treatment groups together).
(Note, we are using df = 26 and t26* = 2.052 in each interval.)
Table 1.5.3: 95% confidence intervals for population means using the residual SE
Self-reported fish
consumption

Sample
size ( )

A: < 1 time/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week
Overall

6
6
5
5
5
27

Group
Mean (

Residual
SE

3.77
4.08
5.10
5.65
5.28
4.71

0.804
0.804
0.804
0.804
0.804
1.052

SE
(residual SE/ ni )
0.328
0.328
0.360
0.360
0.360
0.202

95% CI
for
(3.10, 4.44)
(3.41, 4.75)
(4.36, 5.84)
(4.91, 6.39)
(4.54, 6.02)
(4.30, 5.12)

Think about it: How do you interpret the intervals in Table 1.5.3? What does it mean that zero is or is
not in an interval?
These confidence intervals give us intervals of plausible values for each of the population mean blood
omega-3 levels. For example, we are 95% confident that the population mean omega-3 blood level is
between 4.02 and 6.18% for individuals who report eating fish approximately once per week. Since zero
is not in this interval, it means that zero is not a plausible value for the population mean blood omega-3
level for that treatment. More relevant than checking to see whether 0 is being captured in the interval is
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checking whether the optimal omega-3 level of 8% was captured? Do any of these confidence intervals
capture 8%? No, none of these intervals captures the 8% value, and in fact, all of them are below 8%
indicating on average, none of these populations attain the optimal level of omega-3, and only the
intervals for 1 time/week and 2 times/week have values that lie entirely above 4%.
Think about it: How does changing the confidence level impact the intervals?
If the intervals were 99% confidence intervals, they would be widerbecause we’d need to cover more
values to be more confident that we captured the true (unknown) parameter in the interval. You can also
see this by noting that the multiplier for 99% confidence intervals is closer to 2.6.
Think about it: How does changing the sample size impact the intervals?
As the sample size increases, the standard error of the sample mean decreases and so the margin of error
will decrease and the corresponding confidence intervals will keep getting narrower and narrower, giving
us a more precise estimate of the true population mean. We can see this play out in Table 1.5.3 where the
confidence interval for the overall mean has the smallest margin of error even though the overall SD
(residual SE) is one of the largest. (Reminder –we don’t expect the variation in the response variable to
change with the increase in sample size, just the sample-to-sample variation in the statistic.)

Can we predict an individual’s omega-3 blood level?
Because blood tests are expensive and usually require a doctor’s visit, one purpose of the present study
was to determine whether self-reported fish consumption could be used to make a prediction for an
individual’s omega-3 level. As we have shown strong evidence of an association between omega-3 and
self-reported fish consumption, this seems like a reasonable thing to do. However, because the 95%
confidence intervals we’ve considered so far are for population means (or differences in population
means), they do not give us any information about an individual person’s omega-3 level. To address this
question we consider another type of confidence interval, a prediction interval.
Definition: A prediction interval gives an interval of values within which we predict the response of a
new individual observation (e.g., person) to occur with some degree of confidence. For example, a 95%
prediction interval means we are 95% confident that the responses for 95% of individuals in the
population will be captured in the interval.
Like confidence intervals, prediction intervals use the sample mean as the initial estimate. Prediction
intervals though, are typically wider than confidence intervals. This happens because prediction intervals,
which estimate an individual value, must take into account not just sample-to-sample variation in the
sample mean (e.g., s/ n ), but also the variation in the individual response values themselves (e.g., s). In
contrast, confidence intervals take into account only the sample to sample variation in the sample mean.
Table 1.5.4 gives the 95% prediction intervals alongside the 95% confidence intervals for our study, for
each level of fish consumption, and the overall population.
Definition: A t-prediction interval for a new individual from the population is
∗

where

∗

1

is roughly 2 for a 95% prediction interval.

Table 1.5.4: 95% confidence (CI) and prediction intervals (PI) for each fish group (t26* = 2.052)
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Self-reported fish
consumption
A: 1 or fewer times/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week
Overall

Sample
size (n)
6
6
5
5
5
27

Group
Mean
3.77
4.08
5.10
5.65
5.28
4.71

Residual
SE
0.804
0.804
0.804
0.804
0.804
1.052

95% CI

95% PI

(3.10, 4.44)
(3.41, 4.75)
(4.36, 5.84)
(4.91, 6.39)
(4.54, 6.02)
(4.30, 5.12)

(1.99, 5.55)
(2.30, 5.86)
(3.29, 6.91)
(3.84, 7.46)
(3.47, 7.09)
(2.52, 6.90)

Think about it: How do you interpret the prediction intervals in Table 1.5.4?
The 95% prediction intervals (PI) in Table 1.5.4 give an interval of plausible omega-3 blood levels for
95% of that fish consumption population. For example, we predict that 95% of the individuals who eat
fish 1 or fewer times per month have blood omega-3 levels between 2.17% and 5.37%, and that 95% of
the individuals who each fish more than twice a week have blood omega-3 levels between 3.66 and
6.90%. Figure 1.5.1 shows the confidence interval and prediction intervals for population E (those who
eat fish more than twice a week).
Figure 1.5.1: Prediction interval (PI) and confidence interval (CI) for the population that reports
consuming fish more than twice a week (group E)
7.09

3.47
4.54

6.02

Note from Figure 1.5.1 that both the prediction interval and the confidence interval center at the sample
mean (5.28%) for group E. The prediction interval, however, is much wider than the confidence interval.
Think about it: How will the prediction interval width change if we increase the confidence level to
99%?
If we want to get a prediction that will be accurate for 99% of the population, we have to widen the
interval.
Think about it: How will a prediction interval change if you increase the sample size?
We’ve already talked about how confidence intervals get narrower as the sample size increases you get
more and more precise estimates of the true unknown mean. However, this isn’t necessarily the case for
prediction intervals. Simply getting more data doesn’t necessarily reduce the interval width in a
meaningful way. Both of these ideas can be seen in Table 1.5.4 when comparing the confidence intervals
and prediction intervals of the fish consumption populations whose estimates came from smaller sample
sizes to that with overall group whose estimates came from the large overall sample size. The width for
the “overall” CI is 0.80 (compared to roughly double that for the subpopulations); the width for the
overall PI is 4.28, much larger than the overall CI width.
To see this mathematically, recall that the margin of error of a 95% prediction interval is approximately
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2

1
1

When the sample size is 10, 1
sample size is 100, 1

1

1.05 and the margin of error is 2(SD)(1.05). When the

=1.005, making the margin of error 2(SD)(1.005). Increasing the

sample size from 10 to 100 does provide a narrower interval, but not all that much narrower, and perhaps
not enough to justify the time and expense of increasing the sample size by 10 fold!
Think about it: Why does the sample size have a relatively minor impact on the margin of error when
the sample size is large?
Notice that

1

gets closer and closer to

√1 as the sample size

n gets larger and large and gets closer and closer to 0. So a rough approximation to a 95% prediction
interval is simply 2(SE of residuals). In fact, this may remind you a rule you heard in your previous
statistics class: In a mound-shaped, symmetric distribution, approximately 95% of observations will fall
within two standard deviations of the mean of the distribution. (Often referred to as the Empirical Rule.)
When we are considering all 27 subjects, our estimate of the mean of the population distribution is , and
our estimate of the standard deviation of the population, is the standard error of the sample. So we expect
95% of the observations in the population to fall within 2(sample SD) of . Within any of the treatments,
our estimate of the treatment population mean is and our estimate of the standard deviation of the
treatment population is the standard error of the residuals. So we expect 95% of the observations in that
treatment population to fall within 2(standard error of residuals) of .
Simply increasing the sample size, as you have discovered, will not impact your prediction interval all
that much, but reducing the standard deviation of the responses within the treatment groups will. That is,
reducing the unexplained variation within the treatment groups (the group SDs), will result in much
narrower or more precise prediction intervals (And much narrower and more precise confidence intervals
too!). In Section 1.6 we will explore more fully the impacts of sample size and of reducing unexplained
variation on significance tests and intervals.
As with the t-test and F-test we have already discussed, the confidence intervals and prediction intervals
presented in this section require certain validity conditions be met.
Validity condition for confidence intervals and prediction intervals on means




The data distribution should be reasonably bell-shaped and symmetric, especially if the sample
sizes are small. This condition is particularly important for prediction intervals. (With confidence
intervals, the distribution of the sample mean should become more normal when the sample size
increases, but the distribution of the responses themselves does not change shape as we increase
sample size.)
Note: For comparing a subset of two treatment group means, the confidence interval of the
difference requires approximately equal standard deviations among all of the treatment groups.
This is because these confidence intervals use the residual standard error from the separate means
model.

Returning to the Research Question(s)
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So, have we finally answered the research questions? In Section 1.4 we found, after deleting a suspicious
outlier, evidence that self-reported fish consumption was associated with blood omega-3 levels (Fstatistic = 5.6, p-value = 0.0029). From the pairwise comparisons we found that people who eat less fish
(only once or twice per month) tend to have lower omega-3 levels on average, than people who eat more
fish (once or more weekly). But, even within the group of individuals who eat the most fish (more than 2
times per week), we are 95% confident that the middle 95% of people (most people in that group) all have
omega-3 fatty acid levels below the optimal level of 8% (a 95% prediction interval for individuals who
eat fish more than 2 times per week is 2.69% to 7.87%). However, we have some cautions in these results
because the theory-based methods may not apply as we have a group (E) with a much larger standard
deviation that the rest. This could be inflating our overall estimate of the within group variation.

Exploration 1.5: Golden Squirrels (continued)
Recall the golden mantled squirrel study on Bergmann’s Rule from Section 1.4. The body lengths of 18
golden mantled squirrels were measured from four locations in California. The locations were chosen so
that the locations varied in average yearly temperature. Bergmann’s Rule states that the members of a
species are larger when they are from cooler climates (i.e., more extreme latitudes).
Our hypotheses of interest can be written using either of the formats shown below.
Option 1 – Hypotheses stated in terms of association
Ho: There is no underlying association between squirrel length and location in this population
Ha: There is an underlying association between squirrel length and location
Option 2 – Hypotheses stated in terms of population means
Ho:  Hemet =  Big Bear =  Susanville =  LoopHill (the single mean model is sufficient)
Ha: At least one  differs from the others
is the mean length in the population of all golden mantled squirrels from Hemet; similarly
where
for Big Bear, Susanville, and Loop Hill. Recall that the separate locations model explains about 60% of
the observed variation in the lengths of these 18 squirrels (R2 = 0.60) and the F-statistic was 7.059,
indicating the between location variation is about 7 times more than the unexplained variation left-over
within the treatment groups (i.e., after accounting for location). Even without a p-value, because the Fstatistic is larger than about 4, we can conclude that the study results are statistically significant. Using an
F-distribution with 3 and 14 degrees of freedom the theory-based p-value is 0.004. This small p-value
gives us strong evidence of a true association between the length of golden mantled squirrels and where
they live.
But, have we really answered the research question? Not yet! So far, we’ve only found evidence of an
association between length and location. To determine whether Bergmann’s Rule applies, we need to
understand the nature of the association between length and location. We need to address questions such
as:
 Do squirrels from colder locations tend to be longer, on average?
 Which population mean or means is/are different than the others? How much do they differ?
 Does the average length differ in every one of these four populations? Maybe just one of them?
In other words, we need to understand how the mean lengths of the different locations compare to each
other.
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Post-hoc Analyses
Once we find a significant association, the natural follow-up question is the nature of that association. The
process of following up a statistically significant F-test is called post-hoc-analysis.
Definition: The process of assessing how the means of the treatment groups relate to one another in a
follow-up analysis to a significant F-test is called a post-hoc analysis.
We will now see how to conduct a post-hoc analysis to evaluate whether Bergmann’s Rule applies.

Pairwise Comparisons of the Treatment Groups
Arguably the most common type of post-hoc analysis involves comparing each group mean to each other
group mean by conducting pairwise comparisons.
Definition: Pairwise comparisons are used to compare each treatment group to every other treatment
group. Often pairwise comparisons take place as part of a post-hoc analysis.
1. Why do you think it is considered OK to conduct pairwise comparisons as part of a post-hoc (followup) analysis to a significant F-test, but not before the F-test?
Recall from Section 1.4 that the reason to conduct an overall test of significance when testing multiple
groups was to control the Type I error rate. A key idea is to try to control the experiment-wise Type I
error rate.
Definition: The experiment-wise Type I error rate is the chance of making at least one Type I error
when conducting numerous tests of statistical significance.
To better control this rate, we will only conduct post-hoc analyses after a significant F-test.
Key Idea: We can protect against an inflated experiment-wise Type I error rate by only conducting
post-hoc analyses using pairwise comparisons after obtaining a statistically significant F-statistic
Open the data file squirrels and paste the data into the Comparing Groups applet. Select Show Groups, then check
the box for 95% CI(s) for difference in means.

2.

Do any of these confidence intervals (CI) contain 0? If so, which one(s).

3. What does it mean when the CI for the difference in means contains 0?

4. What does it mean if the 95% CI has two negative endpoints?

The results of these pairwise comparisons can be summarized in a letters “plot” or letters table.
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Definition: A letters “plot” or letters table is a table which indicates which groups are and are not
statistically significantly different than each other when conducting pairwise comparisons.
5. Fill in the table below to make a letters plot of the means. When two groups have the same letter, it
indicates that the group means are not statistically significantly different. For example, if Susanville
and Big Bear are not significantly different they would be assigned the same letter (e.g., “b”).
Typically, letter plots use the letters, a, b, c, d, ….
Location (Avg Temp)

Mean Length (in mm)

Loophill (51.25 oF)

280.75

Susanville (50.25 oF)

262.20

Big Bear (47.6 oF)

260.75

Hemet (64.7 oF)

252.0

Letters
(Groups with the same letter are
not significantly different)

6. Write a brief summary of your findings from the pairwise confidence intervals. Be sure to address
whether/how these support the application of Bergmann’s Rule to the golden mantled squirrel in
California.
Summary:

Confidence Intervals on Other Parameters
The confidence intervals for the difference in means allows us to compare the mean lengths of squirrels
from two locations. But, what if we also wanted to estimate the average length of the population of
squirrels from Big Bear Lake?
Definition: A t-interval for a population mean is:
∗

where, is the sample size of the treatment group, and the t* multiplier is again approximately 2 for
95% confidence intervals.
7. In Section 1.4 when we did the F-test and when we computed the pairwise intervals above, we
assumed that the standard deviations were approximately equal within the groups. The best estimate
of this value is called the pooled estimate of the standard deviation or the residual SE. Using the
Comparing Groups applet, what is the pooled SD? Intuitively, explain why its value makes sense
given the values of the SDs for the four different groups.
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8. Use the group means, the residual SE (previous question), the sample size of each group, and the tmultiplier to find determine 95% confidence intervals for the mean length of all squirrels within each
location. Write an interpretation of one of these intervals in the context of this study. Important note:
Just use a t-multiplier of 2 for each interval to yield an approximate interval. A more precise interval
could be obtained by finding a different value of t depending on the error df.

9. How would increasing the sample size of the treatment groups change these intervals?

10. How would increasing the confidence level to 99% change these intervals?

11. Will any of the confidence intervals computed above allow you to predict the length of an individual
new squirrel at a particular location? Why or why not?

Prediction Intervals
Up until now, our focus has been on confidence intervals for population means (or differences in means).
These intervals provide estimates of ranges of plausible values for the unknown population mean value.
These confidence intervals for the mean do not allow us to make predictions about the lengths of
individual squirrels (e.g., how long would we estimate a squirrel to be if we randomly sampled one more
squirrel from a particular location).
Definition: A prediction interval gives an interval of values within which we predict the response of a
new individual observation (e.g., person) to occur with some degree of confidence. For example, a 95%
prediction interval means we are 95% confident that the responses for 95% of individuals in the
population will be captured in the interval.
Definition: A t-prediction interval for a new individual from the population is
∗

where

∗

1

is roughly 2 for a 95% prediction interval.

12. Use the formula above to compute an approximate 95% t-prediction interval for a new squirrel at
each location. Once again use the pooled standard deviation (residual standard error) and a t* value of
2 in your computation.

13. Write an interpretation of one of the prediction intervals in the previous question. Comment on how
your interpretation of this interval differs from the interpretation of the confidence intervals in #8.
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14. Will increasing the sample size within the treatment groups have a large impact on the width of these
prediction intervals? Explain why or why not.

15. In general, for a group of interest, which is wider, a 95% prediction interval or a 95% confidence
interval? Explain.

As we’ve seen before, these theory based intervals have certain conditions that must be met in order to be
valid.
Validity condition for confidence intervals and prediction intervals on means




The data distribution should be reasonably bell-shaped and symmetric, especially if the sample
sizes are small. This condition is particularly important for prediction intervals. (With confidence
intervals, the distribution of the sample mean should become more normal when the sample size
increases, but the distribution of the responses themselves does not change shape as we increase
sample size.)
Note: For comparing a subset of two treatment group means, the confidence interval of the
difference requires approximately equal standard deviations among all of the treatment groups.
This is because these confidence intervals use the residual standard error from the separate means
model.

16. Based on the dotplots of the squirrel data, do you think that the validity conditions are met? Why?

Section 1.5 Summary
In this section you explored three different post-hoc analyses: pairwise comparisons for difference in
population means, confidence intervals for a population mean, and prediction intervals for a new
individual. In any particular study, the researchers may use only one of these follow-up analyses, or a
combination of two or three of them. To control the experiment-wise Type I error rate, pairwise
comparisons should only be carried out when the overall F-test is statistically significant. Whereas a
statistically significant F-test indicates we have evidence of a true association between the response and
the explanatory variable, the pairwise confidence intervals will provide information on the nature of the
association, indicating which treatment groups have a significantly different mean response, and by how
much, and which treatment groups do not.
A one-sample confidence interval and a prediction interval provide information on only one population at
a time. They are not used to make comparisons between treatments or populations. The one-sample
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confidence interval provides an estimate of the true mean response in a particular treatment, whereas the
prediction interval gives us an interval of plausible values for a new individual in that treatment group.
Both of these types of intervals can provide valuable information depending on the goals and research
questions of the study.
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Section 1.6 – More Study Design Considerations
Section 1.6 Learning Goals:
 Understand statistical power and how it is impacted by sample size, variability within groups,
number of groups, and significance level
 Use statistical power analysis to plan the sample size of a study

Introduction
As you know, the first step of the six-step process is to determine a research question and the second step
is to design a study. You’ve already seen the two major types of studies that could be
designedrandomized experiments and observational studies. But, there’s quite a lot more to
decideincluding how large your sample size should be. And then, there are numerous questions about
how you will actually conduct your experiment and/or carry out your sampling plan. Many very detailed
and nuanced decisions will need to be mademany of which will have a direct impact on the response
variable’s values and, thus, are important from the perspective of controlling and explaining variability. In
this section, you will consider study design in a more serious manner by focusing on sample size and
other practical considerations. This section will set the stage for future discussions of study design and
sample size throughout the rest of the course. Example 1.6 illustrates what impacts statistical power and
Exploration 1.6 provides a hands-on activity to estimate power. You will want to read Example 1.6 before
completing Exploration 1.6.

Example 1.6 – Fish consumption and Omega-3 revisited
In Examples 1.4 and 1.5, you examined a study of omega-3 blood levels and self-reported fish
consumption. You found strong evidence of an association between omega-3 blood levels and fish
consumption (R2 = 0.506; F = 5.6; p-value = 0.0028), with post-hoc confidence intervals indicating that
people consuming fish less often tend to have lower blood omega-3 levels than those who consume fish
more frequently. Interestingly, in that observational study, the sample size was only 27 individuals. Were
you surprised that even with the small sample size you still obtained a statistically significant result?
Think about it: What are the implications of having a sample size of only 27 individuals? Why do you
think they only chose 27 individuals for the study? What are the implications of having this be an
observational study instead of a randomized experiment?
There are many reasons why researchers choose the sample sizes they do. Often, the considerations are
very practical, such as how many observational units are possible to easily access and measure on the key
variables of interest – which often leads to the questions of – how much time and money do you have to
do the study? For example, if you are paying people for their time (the researchers, the participants, the
measurement devices), a study may be constrained.
Because this study was an observational study, even after rejecting the null hypothesis, all that can really
be said is that there is evidence of an association between self-reported fish consumption and omega-3
levels. This study cannon establish a cause-and-effect relationship. Is this good enough? Well, it would be
nice to say “Eating fish causes your omega-3 levels to increases” if in fact that’s true, but this study can’t
say that.
Think about it: If all you can afford is a sample size of 27, and you are OK with not being able to
conclude a causal relationship, how will you know that it’s even worthwhile doing the study in the first
place? Would you be better off saving your money and not doing this study, or should you go forward
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with a sample size of 27, even though it’s small? How can you decide? Or if you were planning your
own follow-up study, maybe an experiment, how many subjects would you assign to each treatment
condition? How many treatment conditions would you use?
Remember that the researchers are hoping to see whether there is evidence of an association between
omega-3 levels and eating fish, and if they obtain a small p-value this will be strong evidence of an
association. But, can the researchers guarantee they will get a small p-value when the alternative
hypothesis is true? Remember that a p-value is measuring the probability that the observed data would
have occurred if the null hypothesis is true. The researchers can’t control whether or not the null
hypothesis is true (fish consumption either is or isn’t associated to omega-3 levels in the population – the
researchers are trying to figure out whether there is evidence of an association or not)! However, if eating
fish truly is associated with omega-3 levels, then the researchers can impact the probability that they
conclude the truth (that an association exists) based on their study’s data. We’re going to spend more time
digging into how the researchers can, to some extent, control this probability.
Before we go any further, recall that in the previous section we discussed that a Type I error is rejecting a
true null hypothesis (a false positive or false alarm). There are also Type II errors. A Type II error is when
you fail to reject a false null hypothesis (a missed opportunity).
Definition: A Type II error is when you don’t find evidence against the null hypothesis when the
null hypothesis is false (a missed opportunity).
Think about it: What would a Type I error be in the omega-3 study? What about a Type II error?
Which error could have happened if the p-value was small? If the p-value was large?
In this study, a Type I error occurs if you conclude that there is evidence of an association between eating
fish and omega-3 levels, when, in fact, in the population there is no such association. When you reject the
null hypothesis (because of a small p-value), there is always a chance that you are making a Type I error.
As we saw earlier, the Type I error rate is also known as the significance level and is set by the researcher
before the study begins.
A Type II error in this study occurs if you conclude that you don’t have evidence of an association
between eating fish and omega-3 levels when, in fact, there is such an association in the population. When
you fail to reject the null hypothesis (because of a large p-value), there is always a chance that you are
making a Type II error. Because you don’t know whether the null hypothesis is actually true or false in
practice, you will never know for sure if you made one of these errors. However, you can take steps to
minimize the probability of such errors at the study design step.
Typically, researchers don’t talk about the Type II error rate directly; instead they talk about the statistical
power of a study. The power of the study is just one minus the Type II error rate. So, if the Type II error
rate is 20%, then the power of the study is 80%.
Definition: The statistical power of a study is the probability that the researchers find evidence for the
alternative hypothesis when the alternative hypothesis is true.
The power of a study is the probability that a researcher doesn’t miss an opportunity to find evidence for
their research conjecture (that is, the alternative hypothesis). More formally, the power of a study is the
probability that a researcher correctly rejects the null hypothesis and finds evidence for the alternative
hypothesis. In the fish consumption study, the power of the study is the probability that the researchers
find evidence of an association between fish consumption and omega-3 levels, assuming such a
relationship actually exists.
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Aspects of a Study that Impact the Power
You’ve probably thought a lot more about the power of a research study than you realize, because the
aspects of a study that impact power are the same things that impact strength of evidence against the null
hypothesis (the size of the p-value). In other words, the things that impact the size of the p-value, the
width of a confidence interval, and the size of the standardized statistic are the same things that impact a
study’s power.
Key Idea: The aspects of a study that impact the strength of evidence are the same ones that impact a
study’s power. These aspects include sample size, as well as the amount of unexplained variation in the
data.
The difference is that statistical power is a consideration before a study is conductedit helps determine
the sample size needed and other aspects of study design. On the other hand, after a study has been
conducted, data has been collected and a p-value has been obtained, we can discuss and evaluate why a
particular p-value is large or smallwhat has impacted the strength of evidence.
Examining the F-statistic
To review and explore some of the aspects of a study that will impact its power, let’s dig into a particular
standardized statistic, the F-statistic, and see how different aspects of a study impact the F-statistic, the pvalue, and the power of a study. Recall the following definition of the F-statistic:
#
1

#

1

Think about it: What things that impact the F-statistic are under the researchers’ control?
There are two primary ways the researcher can directly impact the F-statistic: by changing the sample size
(n) and by changing the number of groups.
Sample Size
Looking at the formula for the F-statistic, we see that n, the overall sample size in the study, is in the
numerator of the F-statistic. So larger values of n will correspond to larger F-statistics, and tend to
provide stronger evidence against the null hypothesis. But, how does sample size impact the behavior of
the distribution of F-statistics: the “what would happen if” distributions that will be the ones that
determine the power of a study?
Figure 1.6.1: Distributions for the F-statistic when the null hypothesis is false and the sample size is
changing from smaller to larger (with same number of groups in each case)
(a) Sample sizes of 10 in each group

(b) Sample sizes of 100 in
each group
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Figure 1.6.1 illustrates how the distribution of possible F-statistics increases as the sample size increases.
In each case we illustrate 1000 possible values of F-statistics from a population where the alternative
hypothesis is true (the group means are different). Recall we said that when the null hypothesis is true,
you expect to see F-statistics around 1, seldom larger than 4. From Figure 1.6.1 we see that once the
sample size is above 100, the power of the test would be large – that is you would correctly reject the null
hypothesis fairly often. Note that these distributions of F statistics are from one particular situation (in
fact it is a situation with 2 groups, a difference in means of 5, and a standard deviation of 10 within each
group). Different situations will yield different F-statistic distributions, but the general relationship/trend
with sample size will be the same.
Key Idea: Increasing the sample size of the study will tend to produce larger F-statistics when the null
hypothesis is false, increasing the probability that you will correctly reject the null hypothesis, that is,
increasing the statistical power of the study.
Number of Groups
Although it’s clear from the formula for the F-statistic that as the number of groups decreases, the Fstatistic increases, this is only true if the R2 and overall sample size stay the same. To explore how
changing the number of groups might affect the F statistic, look at Table 1.6.1 below. How might you
create a follow-up study protocol with fewer than 5 groups?
Table 1.6.1. Means and standard deviations for the fish consumption study
Self-reported level of fish
consumption
A: 1 or fewer times/month
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
E: >2 times/week
Residuals from four group model

n

Mean(%)

SD (%)

6
6
5
5
5
27

3.77
4.08
5.10
5.65
5.28
0

0.83
0.52
0.87
0.45
1.18
0.80

It might be easy to start reducing the number of groups in the table by, say, combining groups D and E.
Table 1.6.2 does this.
Table 1.6.2: Means and standard deviations for the fish consumption study combining groups D and E
Self-reported level of fish
consumption
A: 1 or fewer times/month
B: 2-3 times/month
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n

Mean (%)

SD (%)

6
6

3.77
4.08

0.83
0.52
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C: 1 time/week
DE: at least 2 times/week
Residuals from four group model

5
10
27

5.10
5.46
0

0.87
0.87
0.80

In this case, the new R2 is 49.4%, which isn’t much different than what you had before (50.6%)so you
haven’t lost much ability to explain variation in omega-3 levels by grouping D and E together. In this
case, the F-statistic changes to 7.491 (larger), and the p-value is 0.0011. Thus, by grouping D and E
together you’ve increased the strength of evidence against the null hypothesis.
However, don’t rush to think that having fewer groups is always better. You should also consider how
this grouping impacts the “within group variation” or the standard error of the residuals. For example,
what if you grouped A and E instead? Table 1.6.3 shows this grouping.
Table 1.6.3: Means and standard deviations for the fish consumption study combining groups A and E
Self-reported level of fish consumption
AE: 1 or fewer times/month or >2 times/week
B: 2-3 times/month
C: 1 time/week
D: 2 times/week
Residuals from four group model

n
11
6
5
5
27

Mean (%)
4.46
4.08
5.10
5.65
0

SD (%)
1.24
0.52
0.87
0.45
0.91

In this case, the new R2 is 28.7%, F = 3.091 and p-value = 0.047. The F-statistic has gotten smaller, and
the p-value has increased. Why has this happened? Notice that the SD for the “AE” group is now quite a
bit larger than it was when the groups were separate (SD of A was 0.83 and SD of E was 1.18) and the R2
is smaller. In short, when you have more within group variation, it is more difficult to detect significant
differences between the groups.
So, what is the take home message? Reducing the number of groups may improve statistical power, but
not always. The groupings should make sense in the context of the study. That is another reason why the
AE grouping is a bad idea – it doesn’t really make sense in the context of the study to group the lowest
and highest consuming groups together.
Key idea: The power will increase as the number of groups is reduced, but only if the variability
explained stays similar or improves.
One important note. Ideally, you should hypothesize about which groups to combine before you see
your data. However, in more exploratory research studies, it can be quite challenging to anticipate which
groups may be similar/different and, thus, to know how to combine (or not combine) groups. In this
study, combining groups D and E makes practical sense (a lot more than combining A and E!), but could
you have anticipated that these groups would behave similarly with regards to blood omega-3 levels?
What about explained variation (R2)?
Again, it’s fairly clear from the expression for the F-statistic that as the R2 increases, the F-statistic
increases and you are more likely to reject the null hypothesis, but is this something that the researcher
can control in advance? There are a few ways this could be potentially controlled by the researcher. First,
and related to the previous paragraphs, if the groups are fairly homogeneous (meaning that the within
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group variation is low) then the strength of evidence will improve. In fact, there are times where splitting
up groups into subgroups with more within group similarity (less variation) will be “worth it” in terms of
increasing the R2 substantially, even though you’ve added a group.
Key idea: The power of a study that collects data with less variation within the groups will be greater
than the power of the study with more variation within the groups.
In this omega-3 study it’s possible you could control variation within the groups even further by (a)
improving the accuracy of the blood measurements, (b) controlling how much fish people actually eat (vs.
self-reporting), (c) ensuring the individuals in the groups more similar to each other (same sex, same age,
etc.). All of these approaches could potentially lead to a decrease in the unexplained variation (standard
error of the residuals) and corresponding increase in the R2 of the study and, hence, stronger statistical
power. However, it’s important to note that there is no guarantee that by controlling the variation within
groups by making the groups more homogeneous that the power will increase since the total variation
may also be changing. Finally, it’s important to note that sometimes there are other study designs that can
accomplish the goal of reducing within group variation. In Chapter 2, you’ll explore some additional
options.
Significance Level
There is one more way that researchers can control the power of a study. Recall that researchers control
the significance level (Type I error rate). So, if a researcher wants Type I errors to occur no more than 5%
of the time when the null hypothesis is actually true (there is actually no association between fish
consumption and omega-3 levels), the significance level is set to 0.05. In this study, we used a
significance level (Type I error rate) of 0.05 when we concluded that there was strong evidence of an
association between omega-3 levels and fish consumption.
Think about it: So, why not set a smaller level of significance?
We said that F-values larger than 4 are generally considered “extreme.” This corresponds to a Type I
error rate of roughly 5%. If you lower the level of significance to, say, 1%, you will require an F-statistic
larger than about 7 to reject the null hypothesis, and then even when the null hypothesis is false you will
reject the null hypothesis less often. In other words, you lower the power of the test.
Key idea: The power of a study is impacted by the choice of significance level. Lower significance
levels (e.g., moving from 0.05 to 0.001) lead to less chance of rejecting the null hypothesis, and, hence,
lower power.

Returning to our Original Questions
Remember that our original questions were how big should the sample be and what type of study should
you do? Because randomized experiments allow you to potentially conclude cause-and-effect
relationships between the explanatory and response variables, one next step could be to do a randomized
experiment to ensure that the association seen between fish intake, randomly assigned, and omega-3
blood fatty acid levels are the result of a cause-effect relationship, as opposed to some confounding
variable. How do you decide the sample size you need for this study? In order to determine the sample
size, you really should conduct a power analysis.
Definition: A power analysis calculates the power of a study under certain assumptions about the true
relationships between variables, the study design, and the sample size.
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First you need to answer a few questions:
a. What type of R2 value is practically important? 10%? 30%? 50%?
‐ Related to this question is how much within group variation do you expect there to be.
Keep in mind that the F-test assumes this within group variation is the same for every
group.
b. How many groups will there be? (5 again?)
c. What significance level will be used? (0.05 again?)
d. What sample size can you afford/is practical?
Various software packages are available to estimate the power of a study. In Exploration 1.6, you will
estimate power yourself, but for now we’ve done the work of estimating the power of the study using
statistical software. Table 1.6.4 gives the power calculations for different sample sizes and R2 values. This
table assumes you stick with five groups (as was used before) and a significance level of 0.05. Notice that
the power increases with R2 and with the number of people in each group.
Table 1.6.4. Statistical power for a study of fish consumption and omega-3 blood fatty acid levels
R2
0.1
0.3
0.5
0.1
0.3
0.5

Level of
significance
0.05
0.05
0.05
0.05
0.05
0.05

Number of groups
5
5
5
5
5
5

Number of people
within each group
10
10
10
20
20
20

Power
0.39
0.95
0.999
0.73
0.999
1.0

Think about it: What sample size would you choose if you were the researchers?
A power analysis doesn’t necessarily give you a clear cut answer about sample size you should use, but
let’s examine what you do learn from Table 1.6.4. First off, it is important to know what kind of power is
“good.” Many people view obtaining 80% power as a good target (e.g., Greenland, et al. “Statistical tests,
p-values confidence intervals and power: a guide to misinterpretations” European Journal of
Epidemiology, 2106, 31:337-350). Less than 80% power and the chance of a Type II error is too high;
more than 80% power and people argue you might be gathering more data than you need and your money
would be better spent elsewhere.
Key idea: Many funding agencies (people that pay for research to be conducted) view a power of 80%
as an appropriate (20% Type II error rate).
So, with this in mind, it seems like, if you want to have a good sample size (not too few and not too
many) ~20 per group (n = 100 total) will be about right if you think an R2 of 10% is practically important
(meaningful). In other words, if you want to have a good chance to be able to detect a fairly weak
association (R2 ≈ 10%), then you need about 100 subjects to have an 70% chance of rejecting the null
hypothesis. On the other hand, if you think the association is a bit stronger in the population (R2 ≈ 30%),
then you probably only need ~10 people per group (~50 individuals) to have a sufficient probability of
detecting that association (correctly rejecting the null hypothesis). Of course, you could do a lot more
calculations here (see HW for more; For exampleour earlier analysis suggested that maybe 4 groups
would be sufficient), but this gives you a rough idea of the sample size necessary.
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After you’ve determined a sample size that you think may yield sufficient statistical power, you need to
determine whether the sample size you have found is practical (can you afford it?). If not, then you should
compute and report the power for the sample size you do have available or potentially not even conduct
the study as it was originally envisioned. This helps anyone evaluating your study know whether you had
much of a chance of finding a meaningful association.
Of course, numerous other decisions will need to be made like:
1. What will the inclusion criteria be for this study?
2. How will you control people’s diet? How exactly will the fish groups be defined? Will you have a
“washout” period (time of no fish) for people before the study starts?
3. What will you do if people don’t comply?
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Exploration 1.6: Who is Spending More Time Parenting on Average?
In this exploration, we assume that you are familiar with the idea of statistical power as discussed in
Example 1.6.
Suppose that you are planning a study to investigate whether female parents tend to spend more time
(hours) parenting each week, as compared to male parents and will use a significance level of 5%. How
many people should you plan to have in your study? Let’s investigate this question by conducting a
statistical power analysis.
1. Identify the explanatory variable and the response variable. Also, identify whether each is categorical
or quantitative, as well as units of measurement for any quantitative variable(s).

2. Explain why this would be an observational study rather than a randomized experiment.

3. State the null and the alternative hypotheses for this study.

4. Will the study use random sampling or random assignment or both to recruit the participants?

5. What will be the Type I error rate in your proposed study? Explain, in context, what a Type I error
would represent in your planned study?

6. What size p-value will you need in order to find a statistically significant result?

But, how large of a sample size do you need in each group (men and women) in order to get a convincing
p-value? To investigate this question, let’s go to the Comparing Two Populations applet. Note, this
applet simulates random samples from different theoretical populations (rather than random shuffling).
In this applet, we can explore how our study might play out if we were to run it.
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Let’s assume that (a) Women parent 15 hours per week on average and that it is the same for men, (b)
that the standard deviation of both male and female parenting distributions is 5 hours per week and (c)
that we decide to sample 10 male parents and 10 female parents for this study.
Enter this information into the applet as population 1 (females) and population 2 (males) and leave the population
shape set on Normal. Check the Show sampling options box in order to set the sample size to 10 (10 in each
group), and press Draw samples. The applet has selected 10 random men and 10 random women from these two
populations.

7. What mean did you get for the women? SD? What mean did you get for the men? SD? How different
are the means?

8. Which hypothesis are you assuming to be true in this simulation?

9. Now, take 999 more samples. The graph all the way to the right shows the difference in the two
sample means for each of the 1000 samples you took. At what value is this distribution centered?
Why does that make sense? What is the standard deviation?

10. How big of a difference in sample means do you need in order to have 5% of the data in the upper tail
of the distribution? (Hint: You will have to try different numbers in the “Count Samples greater than”
box until you find a percentage that is close to 5% but below 5%.)

11. Based on your answer to the previous question, if you actually did this study (surveying 10 men and
10 women), and got a difference of 5 hours on average between the two sample means, what would
your conclusion be? How would your answer change if the difference in sample means was only 3?
Why?

You should find a difference of roughly 3.7. The fact that a difference of 3.7 in the two sample means is
what separates the top 5% of the data from the rest of the null distribution means that, at a significance
level of 0.05, differences in sample means of more than 3.7 will be statistically significant (p-value <
0.05), whereas differences of less than 3.7 between the two sample means will not be statistically
significant (p-value > 0.05). In other words, the sample average number of hours/week women spend
parenting would need to be at least 3.7 hours larger than the sample average for mean for us to be
convinced to reject the null hypothesis. The region difference in group means > 3.7 is called the rejection
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region.
Definition: The rejection region tells us how different the sample statistic (e.g., difference in group
means) need to be in order for us to reject the null hypothesis at a specified level of significance.
So, what does the rejection region tell us about how big our sample sizes need to be? In order to answer
this question we have to make an assumption about what the true difference in average hours of parent is.
For example, what if, in reality, the average number of hours (per week) women spend parenting is, say, 8
hours more (a full “work day’s” worth) than that for men.
12. Now, change the population mean for population 2 to be 7 hours (this is if men parented 8 hours less
than women and women were at 15 hours per week). Take a single sample of size 10 men and 10
women. How different are the group means?

13. Now, take 999 more samples of men and women. What is the mean of the difference in group means
across the 1000 samples? What is the SD? How do these values compare to the one’s we obtained
earlier when men and women were parenting the same amount on average? Why do these new values
make sense?

14. On this new distribution, how often did you get values greater than 3.7? Interpret this percentage.

About 97% of the time, we get difference in means that are greater than 3.7. This means that if women, on
average, parent 8 more hours per week than men and we repeatedly randomly sample 10 men and 10
women from the population, about 97% of the time we would get the sample mean for women that is 3.7
hours or higher than the sample mean for men. The value you’ve estimated is the statistical power.
Definition: The statistical power of a study is the probability that the researchers find evidence against
the null hypothesis and in favor of the alternative hypothesis when the alternative hypothesis is true.
To see that this is what we just did remember that we (a) first found that we will reject the null hypothesis
and find evidence for the alternative hypothesis if the difference in group means is more than 3.7 and then
(b) found that differences larger than 3.7 will happen approximately 97% of the time if the average
parenting time for women is 15 hours/week and only 7 hours/week for men.
15. What is your estimate of the Type II error rate in this study? What would a Type II error mean in this
context?

Factors that Impact Power
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As we saw in Example 1.6, typically we like to have the power of the study be approximately 80% to
consider the study to be “well-powered” and not more than necessary. Thus, having 10 people in each
group may be more than we need. There are numerous factors which effect the power of a study. We will
explore them now to help us determine the sample size we should have in this study.
Sample Size
What would happen if we sample 5 men and 5 women?
16. Start by finding the rejection region. How large will the difference in sample means have to be to
reject the null hypothesis if you sample 5 men and 5 women? (Remember to set both population
means at 15 to find the rejection region first.)
17. Estimate the power of the study to detect a difference of 8 hours per week. Provide an interpretation
of power in this context.

18. What is the relationship between power and sample size? Why does this make intuitive sense?

Size of the actual difference/How wrong the null hypothesis is
What if we decided that a difference of eight hours per week was large but were curious about smaller
differences. What if the difference was only 4 hours per week (1/2 a work day)? Start by sampling 10 men
and 10 women again.
19. What is the power if the actual difference in the population means is 4 hours per week?

20. How does the power change as the difference in group means changes (or increases/deceases)?

As we saw earlier in this chapter, the F-statistic is a standardized statistic with a known theoretical
distribution. Instead of comparing the difference in means, let’s now use the F-statistic to estimate the
power.
21. Use the applet to find the rejection region for the F-statistic assuming that the mean hours of
parenting is the same (15 hours per week) for both men and women, the SD is 5 in each group and
you sample 10 men and 10 women. (Note: You will need to click on F-statistic above the
distributions of sample means.)
22. Use the rejection region to estimate the power of detecting a difference of 8 hours in the population
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means with the F-statistic.

23. How does this power estimate compare to the one you found in #14 when using the difference in
means? Why is it a bit different?

Significance Level
What if we were more concerned about Type I errors and so wanted to set the Type I error rate to 1%? If
we sampled 10 men and 10 women, the SD is 5 hours in each group, and we are back to using the
difference in means as our statistic and a one-sided test. (Don’t forget to find the rejection region with a
Type I error rate of 1% first.)
24. What is the power to detect a difference of 8 hours per week (using the difference in means)?
25. How does the power change when the Type I error rate decreases?

Population standard deviation
To this point, we’ve been assuming that the standard deviation within each group is 5 hours. But, what if
it isn’t?
26. Find the power of detecting a difference of 8 hours a week if we sample 10 men and 10 women, but
the SD is 2.5 hours in each population. (Don’t forget to find the rejection region when SD is 2.5 hours
in each population and mean hours of parenting is 15 for both males and females first.)
27. How is power affected by changes in the population SDs?

28. Consider this: Suppose that when recruiting the participants for the study, the researcher selected
heterosexual couples with children, and surveyed both the male and female parents in the pair,
comparing the observations within each pair to estimate the male/female difference. Do you think that
this design will have an effect on the statistical power of the test? How and why?

You should have recognized that study design outlined in #28 uses matched pairs. In the next chapter,
we’ll be exploring how statistical power is affected by whether the study is a matched pairs study or not
and other things you can do to design your study to impact the power of the study.
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Section 1.6 Summary
In this section, you examined the factors that impact the power of a study, the probability that the study
will find a statistically significant p-value when conducted in a situation where the null hypothesis (no
association) is false. These factors included:
 the level of significance,
 the sample size,
 the number of groups, and
 the strength of the actual association.
You should be able to describe how increasing each of these individually lowers or raises the power of a
study. The primary use of a power calculation is in designing a study, to determine the sample size that is
necessary to have a high enough probability of detecting the type of association that you are interested in.
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Chapter 1 Summary
In this chapter, you reviewed some key ideas of the statistical investigative process and you began to lay a
foundation of methods of explaining variation. The examples in this chapter focused on how to explain
variation in a quantitative response variable when using a categorical explanatory variable. As we move
through the course and explore more complex situations (e.g., different kinds of variables; alternative
study designs), many of the basic methods and ideas we explored in this chapter will remain the same.
For example, to decide whether the differences in groups are practically significant (e.g., “Do the
differences we are seeing actually matter?”), we discussed various ways of quantifying and measuring
how much variation in the response is explained by the explanatory variable. You saw this with R2, the
ratio of explained variation to unexplained variation as well as with effect size, where you compared
group differences to a measure of unexplained variation like the standard error of the residuals. Although
these quantitative metrics are important and helpful, the question of practical significance is also, in large
part, dependent upon subject-matter knowledge and context.
To decide whether differences in groups are statistically significant, you need some measure of the
random chance variation in the statistic. As you saw in this chapter, you can assess what kinds of values
of a statistic are typical or atypical due to chance using either simulation-based or theory-based methods.
A key advantage of the simulation-based methods is that you can apply the same process to statistics
other than the difference in sample means (e.g., difference in sample medians). These simulation-based
methods are also more valid in situations where you have smaller sample sizes and/or skewed data. A key
advantage to the theory-based methods (e.g., t-tests and ANOVA) is the availability of a convenient
formula for a confidence interval. In addition, the theory-based approaches are more standard in statistical
packages and journal articles. Although ANOVA is equivalent to a pooled t-test when comparing two
groups, the real power and flexibility of the ANOVA framework is the ability to handle variables with
more than two categories. The ANOVA table also gives us a convenient way to organize the partitioning
of variability to several sources.
One distinction we drew with the simulation-based methods was whether the simulation modeled random
sampling or random assignment, but you saw that the theory-based approach tends to work well in both
cases. Therefore, in many of the upcoming examples, we won’t always worry as much about this
distinction in finding our confidence intervals and p-values, but we will be very cognizant of this
distinction in summarizing the conclusions we can draw from the study (e.g., generalization and
causation). We will also consider ways to modify the study design to help account for and explain
additional sources of variation.
In this chapter, you also explored the distinction between confidence intervals and prediction intervals,
recognizing that estimating the true value of an unknown parameter (a confidence interval) is a very
different goal than trying to predict the value of a future observation. In general, prediction intervals will
be much wider than confidence intervals and confidence intervals are impacted by the sample size much
more than prediction intervals.
Speaking of sample size, you also spent some time exploring the idea of statistical powerthe probability
that our study yields a statistically significant outcome when, in fact, the alternative hypothesis is true. A
power analysis is the method researchers take in order to begin to understand what sample size is needed
for their study. The elements of a study that impact statistical power are, generally speaking, the same as
those that impact the strength of evidence (p-value). Another element is the study design itself – an idea
that you will explore in Chapter 2 when you consider study designs that are optimized for handling
confounding variables and improving statistical power.
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